DAGA 2023 Hamburg

Influence of different input features on musical source separation performance
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Introduction

Separating a musical audio mixture into audio tracks pro-
duced by individual instruments (stems) is a task which,
if executed with sufficient quality, holds many benefits
for other audio applications. Nowadays, state-of-the-art
models in musical source separation (MSS) are mostly
based on deep neural networks (DNNs), trained using
a supervised learning scheme [1]. Supervised learning
techniques require labelled datasets. In the context of
musical source separation this means, that audio mixtures,
as well as the stems of the audio sources (targets) have
to be available in order to train the DNN-based MSS
models [1]. One well established supervised DNN-based
MSS model is the Open-Unmix framework proposed in
[2]. Tt has been published with the aim of being a reliable
basis in the field of DNN-based musical source separa-
tion, which is exactly how this framework is used in this
work. Five different approaches in laying out a NN-based
MSS model are investigated. These five aspects are incor-
porated into the Open-Unmix framework, by modifying
it accordingly. The modifications aim to influence the
Open-Unmix framework concerning the mixing strategy
during data generation, learning rate schedule (LR
schedule), spectral mask estimation, loss functions
and input features. A performance comparison of the
models trained for each modification is carried out by
executing a singing voice separation task.

Baseline Framework

The baseline Open-Unmix framework as proposed in [2],
is at its core a recurrent neural network, consisting of
three bilinear long short-term memory (BLSTM) layers
(see Figure 1). Before the first LSTM layer, the stereo in-
put spectrograms of a musical stereo mixture are cropped
to limit the frequency content to 16 kHz. Then a linear
layer (fcl) with batch normalization and tanh activa-
tion maps the inputs to a latent feature representation
which is processed through the BLSTM layers. The latent
feature representation at the input of the BLSTMs is con-
catenated to the BLSTM output and processed through
two additional linear layers with batch normalization and
ReLu activation (fc2, fc3). This maps the features present
at the output of the BLSTM onto magnitude masks which
are multiplied with the stereo mixture spectrogram in or-
der to separate the vocal signal from the musical mixture.

Framework Modifications

Five modifications made in the Open-Unmix framework
are discussed in following paragraphs. Apart from these
modifications the training strategy including all data-
augmentations, was implemented as proposed in [2].
Data Generation

The first aspect whose influence is to be assessed, is the
effect of random mixing during training. Using random
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mixing during training, means that random mixtures are
created by summing random stems from the training
dataset, whereas "no random mixing” in this manuscript
refers to the usage of musically coherent training samples
(mixtures and stems are drawn from the same track at
the same time). To assess the effect of random mixing
during training, the baseline model has been trained with
and without a random mixing training strategy.

mix spectrograms target spectrograms

open-unmix

full-band output

multiplicative skip-connection

Figure 1: Open-Unmix NN architecture as proposed in [2]

Learning Rate schedule

The LR schedule proposed in [2] multiplies the learning
rate by 0.3, if the validation loss has not decreased over
the last 80 epochs. Once the learning rate has been
decreased there is a 10 epoch long cooldown phase. In
order to assess the influence of this LR schedule, the
baseline model has been trained with the LR schedule
and with a constant learning rate (Ir = le — 5).

Mask Estimation

The baseline model is based on the principle of magnitude
masking, which entails that the estimated source signal
is recreated using the mixture’s phase on the estimated
source magnitude spectrogram. In order to incorporate
phase information into the separation process, the NN
architecture used in the baseline framework is modified
such that it is possible to estimate complex-valued masks.
To do so both real- and imaginary part of the complex-
valued input spectrograms are concatenated and processed
through the DNN model simultaneously. After the last
linear layer, they are separated to form a complex-valued
mask. In doing so the ReLu activation of the last linear
layer has to be omitted to enable positive and negative
complex values in the masks. Finally, the separation is
carried out by complex multiplication of the mixture’s
complex-valued spectrograms and the estimated complex-
valued masks. To maintain the same frequency resolution
as for the baseline model the size of the linear layers has
to be doubled concerning their input size. Additionally,
the hidden size is doubled to uphold the ratio between
input and hidden size shown in Figure 1. This results in
a drastic increase in the model complexity, cf. Table 1.



Loss Function

The loss function proposed with the baseline Open-Unmix
framework is the magnitude MSE loss formulated in (1).
It is the squared difference between the target signal’s
magnitude |S| and estimated source signal’s magnitude
|S| summed over all time/frequency bins n, k and averaged
over all samples. This loss does not take the phase into
account. The complex compressed MSE loss (CCMSE
loss) listed in (2) and (3), on the other hand incorporates
a phase-aware term dependent on the phase of the target
signal g and the phase of the estimated source signal ¢g,
as listed in (2) and (3). It has already been successfully
used in Speech enhancement [3, 4], where the blending
of those two loss terms allow the control of a trade-off
between noise suppression and target preservation. The
hyperparameters of the CCMSE loss have been adopted
from [3] (blending factor o = 0.3 and compression expo-
nent ¢ = 0.3). Both loss functions have been used to train
models for both mask estimation approaches.
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Input Features

As already mentioned models, which make use of mag-
nitude and complex-valued mask estimation approaches,
utilize input features based on the short-time Fourier
transform (STFT). Consequently, models executing a
magnitude mask approach use magnitude spectrograms
as input features (MagSpec features) and models apply-
ing complex-valued masking are fed with complex-valued
spectrograms (CompSpec features). In addition to those
models a rasterized variable Q-transform (VQT) as pro-
posed in [5, 6]* is also utilized to train a model for singing
voice separation in combination with a magnitude mask-
ing approach. As visible in Table 1 the model operating
on VQT spectral features (VQTSpec features) has the
lowest complexity with 6.4 M model parameters but the
highest number of MAC (multiply and accumulate) op-
erations. The high computational cost for the VQTSpec
model can be traced back to the high temporal resolu-
tion, occuring for the rasterized VQT. To keep a constant
temporal resolution over all VQT subbands, the hop size
for each frequency band is fixed to smallest hop size nec-
essary to critically sample the frequency bands. As this
naturally is the frequency band of the highest analyzed
frequency, lower frequency bands are oversampled, intro-
ducing high levels of redundancy [5]. The parameters for
the used VQT are: fuin = 110Hz (center frequency of
the lowest analyzed frequency band), fmax = 22050 Hz
(upper boundary of the highest analyzed frequency band),
B = 72 bins per octave (fixes frequency resolution within
an octave) and Q. = 1.36 (increases temporal resolution
towards lower frequencies). This parameterization leads to

1We used the Python implemenation available in [7]
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5724 time frames for a 10 s long audio sample. In contrast
to that, the parameterization for the STFT representation
with a window length Nppr = 4096 samples and a hop
size of R = 1024 samples only yield 431 time frames for
10s of audio. Lastly, also the performance of log magni-
tude spectrograms (MagSpecLog features) is investigated.
They are very common features in Speech enhancement
applications such as [3].

Table 1: Number of model parameters and number of opera-
tions for the three types of different models, compared in this

manuscript.
model mask params MACs/s)
MagSpec magnitude 8.9 M 382.8 M
CompSpec complex 35.5 M 1527.8 M
VQTSpec magnitude 6.4 M 3656.7 M
Dataset

The labelled dataset used to train all models is the
MUSDBI18 dataset. It covers a variety of musical genres
e.g. Metal, Electronic, Pop, Country etc. [8]. All models
were trained with 10s long samples, except the VQTSpec
model, where 5s long samples were used, to decrease com-
putational costs. Additionally, the MUSDBI18 dataset
was tuned to a tuning frequency of 440 Hz using the tun-
ing algorithm proposed in [9] for training the VQTSpec
models, to ensure that the center frequency of the VQT
frequency bands align with the used audio. For training
and validation during training, the MUSDBI18 training
set was split into 80 % training and 20 % validation data.
The MUSDBI1S8 test set is used for the evaluation. The
sampling frequency of the dataset is 44 100 Hz.

Evaluation Metrics

In order to quantify the influence of the five investigated
modifications the evaluation method proposed in the sig-
nal separation evaluation campaign (SiSEC) [10] and the
Music Demixing Challenge (MDX) [11] is used in a singing
voice separation task. There the assessment of the sepa-
ration performance is carried out by means of the Blind
Source Separation evaluation (BSS-eval) metrics proposed
n [12]. Four evaluation metrics are used: the signal to
distortion ratio (SDR), the image source to spatial dis-
tortion ratio (ISR), the signal to interference ratio (SIR)
and the signal to artifact ratio (SAR). This allows an as-
sessment of the separation quality of a model in two ways.
Firstly, information on how well the signal was separated
from the other sources can be assessed with SDR and
SIR, whereby the SDR acts as the global quality measure
used in musical source separation [13, 11]. The other two
metrics, ISR and SAR quantify how well the target signal
is preserved within the separated signal with regard to
unwanted artifacts such as musical noise or distortions
(target preservation).

Experiments, Results & Discussion
In total, eight models result from the previously discussed
modifications?. In the result plots depicted in Figure 2

2In order to keep the training of models within a reasonable range
and duration, we only trained 8 models in total, instead of training
a model for each of the 16 possible modification combinations for
each input feature set (MagSpec, VQTSpec and MagSpecLog).
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and Figure 3 the results of the models are first and fore-
most labelled with the type of input features they op-
erate on ("MagSpec”, ”CompSpec”, "VQTSpec” and
”MagSpecLog”). The other investigated modifications are
explicitly labelled in the plots.

- — CompSpec: MSE loss (training)
—— CompSpec: MSE loss (validation)
- — MagSpec: MSE loss (training)
——MagSpec: MSE loss (validation)
MagSpecLog: MSE loss (training)
MagSpecLog: MSE loss (validation)

MSE loss (L)

100

200 300 400 500

epochs
Figure 2: MSE loss for MagSpec, CompSpec and Ma-
gLogSpec models. Dashed lines indicate training losses and
solid lines indicate validation losses over 1000 epochs.

700 800 900 1000

Data Generation

The first experiment aims at the data generation stage
of the Open-Unmix framework, and is carried out to as-
sess the influence of random mixing during training. The
experiment showed, that random mixing helps generaliza-
tion and exhibits a slight 0.6 dB increase in the median
SDR. However, this increase is not significant in terms of
confidence intervals. Nevertheless, the performance gain
shows, that random mixing provides the possibility of
synthetically enlarging the training dataset, which helps
for limited datasets such as the MUSDB18 dataset. In
related research fields such as Speech enhancement, where
DNN-based models of similar size are trained, datasets
consisting of more than 180 hours of audio are very com-
mon [15]. In comparison to that the MUSDB18 dataset
consists of roughly 10 hours of audio (training and test
set combined) [8]. Therefore, random mixing seems to
slightly push these limitations, by adding extra variance
to the dataset.

Learning Rate schedule

The next experiment deals with the assessment of the
LR schedule proposed with the Open-Unmix baseline
configuration (Magnitude masking, random mixing and
LR schedule) in [2]. The performance comparison of the
baseline configuration with and without LR schedule de-
creases slightly (0.1 dB in the median SDR), for the model
without LR schedule. However, these differences are not
significant in terms of confidence intervals. Therefore, it
can be deemed that, a model with a smaller but constant
learning rate can achieve similar results as the baseline
configuration, if trained sufficiently long enough. This
insight helps when coming up with training strategies for
experiments with varying loss functions or input features,
because for these experiments a change in the value ranges
of the losses has to be anticipated.

Mask Estimation

When looking at the losses shown in Figure 2 it is already
visible that the modified NN architecture utilizing com-
plex mask estimation does not increase the separation
performance. The training and validation loss during
training are both increased for the CompSpec model in-
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dicating that this architecture does not fit the data as
well as the MagSpec model. Also, when looking at the in-
creased mismatch between training and validation loss for
the CompSpec model, one could argue that the increased
complexity slightly increases overfitting.

Loss Function

In the next experiment the loss function of a MagSpec
and CompSpec model is changed in order to better utilize
the phase information which is present when estimating a
complex-valued mask (CompSpec model). However, this
does not increase any of the performance metrics shown
in Figure 3, neither for the CompSpec model nor the
MagSpec model. Nevertheless, it is worth noting that
the hyperparameters used for the CCMSE loss stem from
the application in Speech enhancement as proposed in
[3, 4] which might not be a fitting parameterization for a
singing voice source separation task.

Input Features

Finally, the last experiment reveals that the MagSpecLog
features are able to achieve comparable SDR and SAR
values and slightly higher median ISR and SIR values
than the MagSpec features. The VQTSpec features on
the other hand, cannot beat the baseline configuration in
regard to SDR and SIR but their results exhibit similar
SARs and the highest median ISR. These results are
consistent to those published in [16], where VQTSpec
features were used in combination with a modified Open-
Unmix model, in which the linear layers were replaced
with convolutional layers.

Conclusion

In this work, five different modifications on the Open-
Unmix framework from [2] are investigated and compared.
The framework is modified regarding the data generation,
LR schedule, mask estimation, loss functions and the
input features. The influence of those modifications on
the singing voice separation performance is evaluated by
means of the BSS-eval metrics [12] on the MUSDB18 test
set [8]. The experiments concerning the data-generation
confirm the positive impact on generalization, when uti-
lizing a random mixing training strategy as proposed
in [2]. It was shown that a model with a smaller but
constant learning rate which is trained sufficiently long
enough, is able to achieve a performance similar to the
baseline with LR schedule. Thus, the LR schedule was
omitted for training models with different loss functions
and input features. The utilization of complex-valued
masks, by modifying the Open-Unmix architecture and
subsequently increasing its complexity did not yield a
performance increase. Neither did the incorporation of
a loss function which also takes the phase information
into account (CCMSE loss). This is explainable by a
hyperparameter setting, which has not been adapted for
singing voice separation. A hyperparameter study would
be necessary, to come up with a better parameterization
for the CCMSE loss regarding singing voice separation.
The concluding comparison of three different input fea-
tures, revealed that log magnitude features (MagSpecLog
features) can compete with the magnitude features used
in the baseline model (MagSpec model). Compared to
the baseline model, the VQTSpec model exhibits the best
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(a) signal to distortion- & signal to artifact ratio

level [14
input features.

performance concerning target preservation. However,
this comes with the trade-off of a worse overall separation
performance (SDR and SIR). The worse performance of
the VQTSpec features is explainable when comparing
the metrics of the best-case separation, which is achiev-
able with Ideal Ratio Masks (IRMs) (see Figure 3). The
IRM defined for MagSpec features achieve higher metrics,
than the IRM utilizing the proposed VQTSpec features,
indicating that even under ideal circumstances a model
operating on the proposed VQTSpec features would not
be able to beat a model operating on magnitude spectral,
or log magnitude spectral features.
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