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Introduction

Total hip athroplasty is one of the most common in-
patient procedures in Germany and the number of
hip replacements is expected to increase in the next
decades due to demographic change and increasing life
expectancy [1]. The most frequent late complication is
aseptic loosening, which results from periprosthetic bone
loss [2]. Since most patients suffering from aseptic loos-
ening are asymptomatic [2] and current diagnostic meth-
ods have low sensitivity [3], loosening is often detected
too late, making surgery necessary.

A non-invasive method allowing for continuous in-vivo-
monitoring could enable early detection of implant loos-
ening. Based on the assumption that vibration modes of
the hip-stem change with the stiffness of the mechanical
connection to the femur, it has been suggested to ana-
lyze structure borne sound in a hip-stem generated by a
forced vibration excitation [3, 4]. The feasibility of de-
tecting hip stem loosening using structure borne sound
has been demonstrated with data collected at a band-
width of 40kHz [5, 6, 7]. In these studies, the excitation
of the structure borne sound required an extracorporeal
magnetic coil, and the measurement was performed ex-
ternally. For continuous monitoring, the excitation and
measurement of structure borne sound need to be inte-
grated into the implant. This requires Micro-Electro-
Mechanical Systems (MEMS) sensors for data collection.
These sensors provide a significantly lower bandwidth
than the data that was previously used, with state of the
art MEMS microphones offering a bandwidth of about
1kHz. Now, the dependency of the classification of im-
plant loosening on the bandwidth is investigated to gain
insight into the feasibility of monitoring hip stem im-
plants using MEMS.

The same data as in [6, 7] are used. To investigate the
bandwidth dependence of the classification, the data is
low-pass filtered. Several bandwidths between 10kHz
and 1kHz are examined.

Experimental Setup

The experimental setup to excite and measure the struc-
ture borne sound is depicted in figure 1. An oscillator
unit consisting of a small magnetic ball mounted on a
spring is integrated into a hip stem implant. The oscil-
lator is excited using an external magnetic coil.

In this study, four human bones — 2 male, 2 female — from
body donations are used. To simulate a human thigh, the
bone with the implant unit is mounted inside a water-
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filled latex cylinder. Three acceleration sensors (KS95B
from Metra Mess- und Frequenztechnik in Radebeul e.K.)
are mounted at different positions on the cylinder to pick
up the structure borne sound.

In addition to a pressfit state with a tight and secure fit
between bone and implant, two states of implant loosen-
ing are created by removing part of the bone surrounding
the implant. This simulates a bone defect.

The air coil exciting the oscillator in the implant is con-
tinuously driven by a rectangular signal with a period
of T = % s. The signal generation for the air coil and
the signal capture for the sensors are performed by a
data acquisition interface (USB-6216 from National In-
struments) at a sampling rate of f; = 80 kHz.

For each of the four bones, 3 experimental series are con-
ducted, one for each state of the implant:

1. pressfit,
2. small loosening, and

3. large loosening.
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Figure 1: System for the in-situ monitoring of a total hip-
stem replacement using structure borne sound.

Data Preparation

For each of the four bones and three states of loosening,
the signal is captured by three acceleration sensors. The
signals contain a series of responses to impacts of the
oscillator unit. Since different states of loosening should
result in different vibration modes of the implant, the
magnitude spectra of the individual responses are used
as features for the data driven anomaly detection.

The pre-processing to compute the features consists of
several steps:

e notch filtering: The captured signal contains the



excitation signal which is suppressed by notch filter-
ing.

windowing: A rectangular window is used to ex-
tract individual responses.

lowpass filtering: The signal is filtered to inves-
tigate data with bandwidths of 10, 8, 4, 3, 2, 1.7,
1.3, and 1kHz besides the unfiltered signal with a
bandwidth of 40 kHz.

diskrete Fourier transform: The magnitude
spectra of the filtered responses are calculated.
truncation: The magnitude spectra are truncated
to 256 time-frequency bins.

normalization: The truncated spectra are normal-
ized by dividing by their respective maximum.

After these pre-processing steps, faulty measurements
that were identified manually as data that deviated sig-
nificantly from the majority of the measurements in ei-
ther the time- or frequency domain were removed.

It should be noted that due to low frequency resolution,
the truncation to 256 time-frequency bins results in fea-
ture vectors that contain frequencies above the investi-
gated bandwidths, i.e. bins that contain no information.
Here, the aim was to minimize changes in model archi-
tecture for different bandwidths for better comparabil-
ity. The magnitude spectra for the first male subject
are shown in figure 2. The number of features for each
subject and condition are listed in table 1.
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Figure 2: Magnitude spectra of the responses captured for
one of the bones (male 1). The median (blue line), and the
5% and 95% percentiles (gray area) are shown.

Table 1 lists the number of extracted feature vectors for
the different experimental conditions.

sample pressfit loosening
small | large
female 1 | 33750 | 32850 | 29250
female 2 | 37775 | 33750 | 36000
male 1 47334 | 47975 | 60340
male 2 51750 | 33750 | 33750

Table 1: Number of extracted feature vectors for the different
experimental conditions.
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Anomaly Detection

Anomaly detection can be used to identify data that de-
viates significantly from expected behavior. Here, it is
used to classify data that deviates from the pressfit state
as an anomaly and therefore loosening. The abnormal
states are not used in the training of the model. Anomaly
detection is well suited for detecting previously unseen
anomalies. Machine learning methods for anomaly de-
tection have been shown to perform well over a wide
range of anomalies [8]. Here, a variational autoencoder
(VAE) is used for detecting anomalies in the structure
borne sound data. The approach is a continuation of the
method presented in [7].

Model Architecture

A VAE is used to map the features onto themselves. The
architecture of the VAE is shown in figure 3, it has been
described in greater detail in [7]. The VAE is trained on
data from the normal, i.e. pressfit, state only and recon-
structs these magnitude spectra well. If features deviate
significantly from the normal state, they can only be re-
constructed with a larger error. This should be the case
for the loosened states. The reconstruction error between
the feature x,, and its reconstruction &, = M{x,} is
quantified using a scoring function. Here, we use the
mean absolute error (MAE) as well as the robust z-score
as a scoring function. If Az, denotes the difference be-
tween the feature and its reconstruction, the robust z-
score for feature n is defined as:

0.6745 - (Ax,, — median(Ax))
MAD

(1)

robust z-score,,

Here, M AD is the mean absolute deviation of the train-
ing data and median(Ax) the value that separates the
upper and lower half of Az. The threshold e above which
a state will be classified as an anomaly, is chosen as 3.

Model Selection

For each of the four individual bones, we aim to find one
model for each of the eight investigated bandwidths, lead-
ing to a total of 32 final models for each scoring function
(MAE and robust z-score). Each of these models was
trained on the data from the pressfit state of one bone
at the respective bandwidth. To select the final models,
30 candidate models were developed for each subject and
bandwidth using a hyperparameter tuning that included
the number of layers, number of channels, kernel size,
stride, dimensionality of the latent space, the 8 weight,
as well as the learning rate as hyperparameters.

In a next step, the scoring function for the reconstruc-
tion error for data from the pressfit and loosening states
is calculated for these candidate models. We use both
the robust z-score and the mean absolute error and aim
to find one model for each of these scoring functions.
A histogram is calculated with the reconstruction errors
that the candidate models yield for all feature vectors. In
addition to high sensitivity and specificity, a good model
should give a narrow distribution of reconstruction errors
and a good separation between states in the histograms.
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Figure 3: Architecture of the VAE used to represent the mapping of the normal features. The shape of the boxes indicates the
size of the (intermediate) data representations, the arrows the operations applied to the data. p. and o, are the latent vectors

representing the mean and standard deviation.

A final model meeting these criteria is chosen manually.
States with a robust z score up to 3 are classified as be-
longing to the normal state, whereas states above this
threshold are classified as loosening. For the mean abso-
lute error, states with a reconstruction error larger than
99% of the pressfit data are classified as anomalies.

Results

The performance of the final models is evaluated based
on the classification results derived from the scoring func-
tions for all individual feature vectors. The reconstruc-
tion errors are calculated for the pressfit and loosening
states and displayed as a histogram.
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Figure 4: Histogram for the robust z-score for the different
loosening states for the the second male subject at bandwidths
of 10kHz and 1kHz. States above the threshold (red) of 3 are
classified as anomalies.
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pressfit loosening
subject | precision ‘ recall | precision ‘ recall
male 1 0.31 0.98 0.77 0.02
male 2 1 0.96 0.96 1
female 1 0.72 0.97 0.98 0.83
female 2 1 0.98 0.99 1

Table 2: Classification performance of the models at a band-
width of 2 kHz.

Figure 4 shows exemplary histograms of the robust z-
score for the second male subject at bandwidths of 10 kHz
and 1kHz. At 10kHz, the histograms for pressfit and
loosening states are still well separated and the recon-
struction error for most pressfit states is larger than the
defined threshold of ¢ = 3. This leads to high sensitiv-
ity and specificity. At 1kHz, the reconstruction error for
the loosened states becomes smaller, leading to overlap
of the histograms and worse sensitivity. However, even
at this bandwidth, most states can be classified correctly.
For the two female bones, the behavior is similar, with
good separation between states at high bandwidths and
sensitivity decreasing with bandwidth.

The sensitivities for some of the investigated bandwidths
for all subjects are shown in 5. The specificities were very
high, with values above 0.94 for all final models.

The bar chart in figure 5 show that for the first male
subject, loosened states cannot be reliably classified at
bandwidths of 10kHz and lower. While for the other
subjects, sensitivity is high even at 1.7kHz, it is close
to zero for all investigated bandwidths for the first male
subject.

Based on the classification results, precision and recall for
the models can be calculated. They are shown in table 2
for a bandwidth of 2 kHz.

We also investigate the mean absolute error as a scoring
function. Due to the choice of threshold for classification,
the specificity is 0.99 for all subjects and bandwidths.
Boxplots to compare the sensitivity when using different
scoring functions at some of the evaluated bandwidths
are shown in figure 6. At high bandwidths, the usage of
the MAE leads to better classification results. At lower
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Figure 5: Sensitivity by subject and bandwidth. Sensitivi-
ties for the two female subjects f1 and f2 and the two male
subjects m1 and m2 for five of the lower bandwidths as well
as the unfiltered data collected at a bandwidth of 40 kHz.

bandwidths, the usage of the robust z-score leads to bet-
ter results for all except the first male subject.

Conclusions

We use anomaly detection to detect hip-stem implant
loosening based on low pass filtered structure borne
sound data. The results for the filtered data show that
the VAE-based approach for anomaly detection can suc-
cessfully be used to detect hip stem implant loosening
at bandwidths below the 40kHz used in previous work
[7]. Two different scoring functions are used to classify
implant loosening.

For all of the four subjects, sensitivity is high to about
8 kHz using the MAE as a scoring function. For three of
the subjects, good sensitivity can be achieved for band-
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Figure 6: Boxplot for the sensitivities that are achieved for
different bandwidths and scoring functions for all four sub-
jects.
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widths down to about 2 kHz using the robust z-score.

For usage of MEMS systems, classification at 1kHz is
desirable. Although only one subject performs well at
this bandwidth, the results are promising for future work.
The use of MEMS will allow for placement of the mea-
surement device directly on the bone and implant which
could capture low-frequency properties better. Further-
more, the performance of the model could be further im-
proved by using different model architectures. For the
lower bandwidth, a much shorter feature vector than in
the current work could be used to improve the training
of the model. Additionally, the study indicates that the
classification is heavily influenced by the scoring function
employed. Therefore, it is recommended that forthcom-
ing research delves deeper into this aspect and examines
alternative scoring functions beyond the two utilized in
this study.
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