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Abstract

The perception of speech quality is crucial for effective
telecommunication, yet it is a multifaceted construct
influenced by various perceptual dimensions. This paper
presents an in-depth analysis of the interplay between overall
speech quality, measured via Mean Opinion Score (MOS),
and its contributing perceptual dimensions: noisiness,
discontinuity, coloration, and loudness. Utilizing two distinct
datasets—one live, encompassing telephone and Skype calls
with real-life distortions, and one simulated, with controlled
speech degradations—we apply Partial Least Squares
Structural Equation Modelling (PLS-SEM) to ascertain the
impact of each perceptual dimension on the overall MOS.
Our results demonstrate that loudness is the most significant
predictor of MOS in the live dataset, while discontinuity
takes precedence in the simulated dataset. The variance in
the influence of these dimensions between the datasets
underscores the necessity of context-specific quality
assessments in transmitted speech, challenging the suitability
of a generalized approach. Our findings are instrumental for
future developments in the field of speech quality
assessment, providing insights that could lead to more
nuanced and context-sensitive evaluation tools.

Introduction

The quality of transmitted speech is paramount in
determining the efficacy of communication across various
telecommunication platforms. Traditional measures of
speech quality often hinge on the Mean Opinion Score
(MOS), a scalar representation of overall quality ranging
from bad to excellent. However, this one-dimensional
approach may not capture the nuanced ways in which
listeners perceive speech quality, which can be influenced by
a myriad of factors, both environmental and technical.

Advances in the field have highlighted the importance of
considering multiple perceptual dimensions—such as
noisiness, discontinuity, coloration, and loudness—in the
assessment of speech quality [1]. These dimensions
encompass a range of auditory perceptions, from the
presence of unwanted noise to the naturalness and continuity
of speech sounds. Understanding how these dimensions
interplay to influence overall speech quality is essential for
improving transmission technologies and enhancing user
experience.

This paper seeks to dissect the composite notion of speech
quality by examining the individual and collective impacts
of these perceptual dimensions on the overall MOS. Our
study utilizes a dual-dataset approach, comprising both live
and simulated environments, to unravel these complex
relationships. The live dataset includes real-world distortions
such as background noises and varying volume levels, while

the simulated dataset provides controlled degradations such
as added noise and packet loss.

Utilizing Partial Least Squares Structural Equation
Modelling (PLS-SEM), we quantify each perceptual
dimension's impact on the overall MOS, isolating their
unique contributions to speech quality perception.

Data
This study employed two distinct datasets [2]:

Live Dataset: The live dataset comprised 1020 audio files
from telephone and Skype calls. For these calls, the clean
speech files were obtained from the DNS-Challenge dataset
and were played back via a loudspeaker. The speech signal
was played back from a laptop on a “Fostex PM0.4n studio
monitor”. Two types of calls were conducted: a fixed-line to
mobile phone call, and a Skype call (laptop to laptop). For
the first type, a call from a fixed-line VoIP phone (Cisco IP
Phone 9790) within the Quality & Usability Lab at TU-
Berlin, to a state-of-the-art smartphone (Google Pixel 3) was
conducted. The VoIP handset was placed in front of the
monitor to capture the speech signal acoustically. The
received signal was then stored directly on the Google Pixel
3. The Skype call was conducted between two laptops,
where the sending laptop was placed next to the monitor to
capture the played back speech signal. The transmitted
speech signal was then stored on the receiving laptop.
During the call, several real distortions were created in the
recording room, such as open window, changing volume and
angle of monitor, typing on keyboard.

Simulated Dataset: In contrast, the simulated dataset
included 10,000 audio files. This dataset was designed to
mimic various types of speech degradation through added
noise, filtering, amplitude clipping, speech level changes,
and packet loss, using various codecs. The degradations
were simulated to systematically study their impact on
speech quality perception. The source speech samples were
taken from four different datasets (see [2]) and were cut into
6-12 seconds clips. The simulated distortions include
additive white Gaussian noise, signal correlated MNRU
noise, randomly sampled noise clips taken from the DNS-
Challenge dataset, lowpass / highpass / bandpass / arbitrary
filter with random cut-off frequencies, amplitude clipping,
speech level changes, codecs in all available bitrade modes:
AMR-NB, AMR-NB, G.711, G.722, EVS, Opus, codec
tandem and ftriple tandem, packet-loss conditions with
random and bursty patterns, and combinations of the
different distortions.
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The subjective listening test for quality score annotation was
conducted via crowdsourcing [3] [4] and each file contains
on average 5 votes in both datasets.

Methodology

The study's methodological approach involved the use of
Partial Least Squares Structural Equation Modelling (PLS-
SEM) to understand the influence of perceived noisiness,
discontinuity, coloration, and loudness on overall MOS.

PLS-SEM is an advanced statistical technique used to model
complex relationships between observed variables and latent
constructs. This method is particularly adept at dealing with
small sample sizes and non-normal data distributions, which
makes it suitable for exploratory research where the primary
goal is theory development. PLS-SEM was chosen for its
robustness in handling complex model structures and its
ability to determine the predictive power and relevance of
the model's constructs.

The overall quality MOS served as the measured variable,
while the perceptual quality dimensions acted as latent
constructs. Through PLS-SEM, we sought to determine the
weight and significance of the relationships between each
dimension and the overall MOS.

By dissecting these relationships, we aimed to quantify the
contribution of each perceptual dimension to the perceived
quality of speech in both live and simulated communications
scenarios. The analysis allowed for a nuanced understanding
of how various distortions impact the end-user's experience,
providing actionable insights into the optimization of speech
transmission systems for enhanced quality perception.

Results

Our results elucidate the differential impacts of perceptual
dimensions on overall speech quality across live and
simulated datasets.
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Figure 1: Structural Model Illustrating the Influence of Perceptual
Dimensions on Overall MOS in the Live Dataset
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Figure 2: Influence Pathways of Perceptual Dimensions on Overall
MOS in the Simulated Dataset

Table 1: Effect Size

Dimension Live Dataset Sim Dataset
Loudness 0.786 0.244
Noisiness 0.204 0.407
Coloration 0.191 0.273

Discontinuity 0.206 0.521

Table 2: Explanatory Power of the PLS-SEM models

Live Dataset Sim Dataset
R? 0.802 0.877
Adjusted R? 0.801 0.877
Loudness 0.479 0.277
Noisiness 0.230 0.268
Coloration 0.251 0.298
Discontinuity 0.239 0.321

Analysis of the live dataset revealed that Loudness was
found to have the most substantial influence on the overall
MOS with an effect size of 0.786, indicating that volume
levels significantly impact listeners' quality perceptions.
Discontinuity, Noisiness, and Coloration also contributed to
the overall quality perception but to a lesser extent (Table 1).
Further, Table 2 shows that the model's explanatory power
was robust, with an R? value of 0.802, suggesting that 80.2%
of the variance in overall quality ratings could be accounted
for by the four perceptual dimensions.

The findings from the simulated dataset presented a different
pattern of impacts. Here, Table 1 shows that Discontinuity
took precedence, exhibiting the highest effect size (0.521)
among the dimensions, implying that interruptions or breaks
in speech flow are particularly detrimental in controlled
environments. Noisiness followed closely with an effect size
of 0.407, underscoring the importance of a noise-free signal
in perceived quality. Coloration and Loudness had lower
effect sizes, yet were important factors influencing the MOS.
Further, the model demonstrated an even higher explanatory
power in the simulated context, with an R score of 0.877,
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indicating that 87.7% of the variance in MOS could be
explained by the studied dimensions.

Discussion

The comparative analysis of the two datasets indicated
significant disparities in how perceptual dimensions affect
overall quality perception. Such differences underscore the
challenge of applying a uniform assessment approach across
different types of speech transmission scenarios.

In live environments, loudness is a critical factor, possibly
due to the listener's real-time, adaptive expectations of
speech communication. In contrast, simulated environments,
which often serve as proxies for testing and prediction,
highlighted discontinuity as a primary concern, reflecting the
controlled nature of these settings where listeners may be
more attuned to structural speech flow. The results clearly
suggest that a singular, universal approach to speech quality
assessment is not feasible, emphasizing the necessity for
context-driven evaluation models.

Despite the insights provided by this research, we
acknowledge certain limitations that offer avenues for future
exploration:

- Dataset Balance: The study's datasets may not fully
represent all speech quality impairments; hence, future
work should pursue balanced datasets covering a
broader spectrum of distortions for more generalizable
results.

- Condition-Specific Analysis: Analysing the influence of
each perceptual dimension under different conditions
could yield more granular insights into the quality
assessment process.

- Ecological Validity: While the live dataset attempts to
reflect real-world scenarios, the ecological validity of
the simulated dataset could be enhanced. This can be
achieved by incorporating more sophisticated
simulations that mimic real-life transmission effects
more closely.

- Listening Environment: The listening conditions under
which the MOS ratings were obtained were not
controlled. Listeners’ environments can significantly
affect their perceptions of quality. Controlled listening
environments could standardize the assessment
conditions.

- Technological Advancements: With the continual
evolution of speech encoding algorithms and
transmission networks, ongoing research will be
necessary to adapt the quality assessment frameworks to
new technologies.

Conclusion

The exploration into the perceptual dimensions of speech
quality has yielded insights into their varied contributions to
overall user satisfaction, as represented by the Mean Opinion
Score (MOS). Our investigation has delineated the distinct
ways in which the dimensions of noisiness, discontinuity,
coloration, and loudness impact the overall MOS. We found

that in live datasets, loudness emerged as the predominant
factor affecting MOS, which may reflect the importance of
volume in users' real-world communication scenarios.
Conversely, discontinuity was found to have the most
significant effect in simulated datasets, indicating the
heightened sensitivity of users to interruptions in a
controlled listening environment. These findings suggest that
the factors affecting perceived quality can vary significantly
between different listening conditions. Consequently, this
underlines the importance of considering the context of the
dataset when simulating distortions for the purpose of speech
quality assessment.

Furthermore, this study highlights the inadequacy of a 'one
size fits all' approach in the domain of speech quality
measurement. The results emphasize the need for tailored
solutions when assessing perceptual quality and caution
against the generalization of findings across disparate
datasets. By acknowledging the variability and specificity of
these influences, future research can advance towards more
precise and context-aware models for evaluating speech
quality. Such progression is vital for the development of
communication technologies that can adaptively respond to
diverse user expectations and environmental conditions.
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