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Introduction
Room acoustical simulations are an important step in
the architectural planning of spaces with acoustic spec-
ifications. Wave-based simulations offer the most realis-
tic results by directly solving the acoustic wave equa-
tion. However, their computational cost quickly be-
comes infeasible for high frequencies and complex room
geometries encountered in common real-world scenar-
ios. Geometrical acoustics (GA) methods provide a valu-
able alternative, offering approximate solutions with cer-
tain limitations but, in turn, much faster computation.
Among these methods, ray-tracing techniques have be-
come the de facto standard for the simulation of stochas-
tic late reverberation in complex environments, often
combined with Image Source Models to account for early
reflections [1, 2, 3].

This work integrates acoustic path tracing into the highly
optimized rendering framework Mitsuba 3 [4]. This en-
ables parallel processing on the CPU or GPU, leading
to significant computational speedups. Furthermore, we
extend the method for simulations in frequency bands in-
stead of single frequencies. This approach is closer to the
processing of real-world acoustic measurements, which
are typically analyzed in (third) octave bands.

Acoustic Path Tracing
Acoustic path tracing methods model sound propagation
by tracing rays through the scene, tracking the energy
propagated from the emitter to the receiver along their
paths. Monte Carlo integration is used to accumulate the
total energy, resulting in the Energy Time Curve (ETC).
The ETC captures the decay of sound energy over time
after the initial sound source stops, and corresponds to
the envelope of a Room Impulse Response.

Since path tracing only considers energy and not the wave
nature of sound, it inherently neglects wave effects like
interference or diffraction. Consequently, micro-surface
reflection patterns cannot be directly simulated and re-
quire modeling with Bidirectional Scattering Distribu-
tion Functions (BSDFs). In this work, where scatter-
ing into materials is not considered, the BSDF and the
Bidirectional Reflectance Distribution function (BRDF)
become equivalent. We use a simple but common BSDF
model [5, Fig. 3.10], dividing the reflected energy into an
ideal specular and an ideal diffuse component, weighted
by the scattering coefficient s. Both components are at-
tenuated by the absorption coefficient α.

Acoustic Path Integrator
An integrator defines how rays interact with the scene
and integrates their contributions. The processing of
each ray is implemented in a recursive fashion:
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Figure 1: Acoustic Path Integrator. A ray is traced through
the scene, collecting energy via emitter sampling (dashed
lines) or emitter hits (not shown here). Arrival times are
computed from path lengths and the speed of sound.

1. A ray is spawned at the receiver. If the receiver is
omnidirectional, the direction of the ray is chosen at
random.

2. The ray hits an intersection point.

(a) Direct Emission Sampling: If the inter-
sected surface itself is an emitter, the emitted
energy is written into a histogram according to
the propagation time.

(b) Emitter Sampling (Diffuse Rain): The en-
ergy propagated from the emitter to the re-
ceiver through the given intersection point is
estimated by evaluating the BSDF (cf. fig. 1,
dashed line). If more than one emitter exist in
the scene, one of them is chosen at random.

(c) BSDF Sampling: The incident energy across
the rest of the hemisphere S2 is sampled by
continuing the ray in a random direction and
weighing it with the BSDF.

3. The previous steps are repeated until the ray termi-
nates.

4. The histogram with the collected energy (fig. 1, bot-
tom) is returned.

In this work, a ray terminates either by hitting an emit-
ter, by exceeding a maximum total length (propagation
time), or by reaching a maximum number of bounces.
Multiple importance sampling strategies are used to max-
imize the efficiency of the BSDF Sampling and reduce
variance [6, ch. 2.2]. The sampling methods used here
follow the techniques implemented in Mitsuba 3.
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Spectral Rendering
Acoustic measurements are typically analyzed in fre-
quency bands, instead of single frequencies. Here, we
present an extension to incorporate these filter banks
during rendering, extending a technique from Mitsuba 3.
To maintain consistency with the existing naming con-
ventions in Mitsuba 3, the frequency responses associated
with the modeled frequency bands are referred to as Sen-
sor Response Functions (SRFs).

The spectral rendering approach continuously samples
the frequency of each ray based on the sensor response
functions (SRFs) as illustrated in fig. 2. Only frequen-
cies where at least one SRF is non-zero contribute to the
result. Therefore, the ray’s frequency is stochastically
sampled from the combined probability distribution rep-
resented by the sum of all SRFs (total SRF).

The ray is then propagated through the scene using the
Acoustic Path Integrator, with the material parameters
(α, s) linearly interpolated to the rendered frequency.
The resulting energy histogram is written to the corre-
sponding channel(s). For instance, if the sampled fre-
quency falls within the non-zero range of only one channel
(e.g., f2 in fig. 2), the energy is written to that channel.
In cases where multiple SRFs are non-zero at the sampled
frequency (e.g., f1 in fig. 2), the energy is appropriately
weighted and written to all relevant channels.
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Figure 2: Spectral Rendering - Continuous frequency sam-
pling based on SRFs. Frequencies are importance sampled
from the total SRF (dashed). The method accounts for over-
lapping as well as disjoint SRFs.

This technique works well if all bands have similar band-
widths. However, with exponentially expanding fre-
quency bands such as octave bands, this sampling strat-
egy favors high-frequency bands due to their wider band-
width. To address this, we transform the total SRF to the
logarithmic domain (f → log2(f)). The frequency sam-
ples are drawn in the logarithmic domain, which ensures
an equal number of samples in each frequency band. The
sampled frequencies are then converted back to the linear
domain (f → 2f ) for rendering. The transformation of
the SRF only needs to be done once in the beginning of
the rendering, so it does not significantly affect perfor-
mance.

Experiments
We test our method by rendering the shoebox scene
shown in fig. 3. The scene dimensions are 25m× 12m×
7m. The receiver has a radius of 0.5m and is posi-
tioned at (9m, 6m, 1m). The emitter is positioned at
(20m, 7m, 2m).

Figure 3: Simple shoebox scene with an omnidirectional
emitter (red) and receiver (black). The ceiling light is added
only to the graphical rendering to provide a sense of depth.

Rendering at Single Frequencies
We validate our Acoustic Path Integrator by comparing
the results with Raven [1]. Both simulations use single-
frequency rendering, with 106 rays per frequency. To
isolate the effects of the ray-tracing method, the Image
Source Model within Raven is disabled. All walls are
uniform with a scattering coefficient of s = 0.5. The
absorption coefficients α are set according to fig. 4.

The resulting ETCs and reverberation times T30 (shown
in fig. 4) agree with Raven’s results, with discrepancies
within the range of typical rendering variations. The
largest difference occurs for an absorption coefficient of
0.75, with a T30 discrepancy of 6%. For the other ab-
sorption coefficients, the differences are all within 1%.
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Figure 4: Top: Simulated ETCs of the Shoebox scene shown
in fig. 3, rendered at distinct frequencies with the given ab-
sorption coefficients α. The results are consistent with Raven
(black). Bottom: Corresponding reverberation times.

Spectral Rendering in Octave Bands
We evaluate our spectral rendering method using the
same shoebox scene. All walls remain uniform with a
scattering coefficient of 0.5. The absorption coefficient is
interpolated from the values shown in fig. 5 (top). The
spectral rendering is performed in octave bands obtained
from pyfar [7]. The corresponding SRFs are visualized in
fig. 5 (middle).
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The resulting ETCs are shown in the bottom panel of
fig. 5. Qualitatively, the results show high similarity to
the single-frequency rendering (cf. fig. 4). The most sig-
nificant differences are observed within the two highest
octave bands. The 2 kHz band contains reverberant en-
ergy at frequencies below 2 kHz and even in the 4 kHz
band, a residual amount persists because its frequency
response extends below 2 kHz, where the absorption co-
efficient is interpolated to values less than 1.
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Figure 5: Spectral Rendering in octave bands. Top: Ab-
sorption coefficient spectrum. Linear interpolation produces
slightly curved lines on the logarithmic frequency scale. Mid-
dle: Octave band filter bank. Bottom: Resulting ETC. The
colors of the ETC correspond to the channels of the octave
bands shown above, which in turn correspond to a certain
range of α.

Computation Efficiency
As mentioned in the introduction, the underlying render-
ing framework Mitsuba 3 leads to substantial improve-
ments in computational speed. To quantify this benefit,
we render the same shoebox scene with our method and
Raven while progressively increasing the ray count.

Both methods use a stopping criterion of either a max-
imum of 350 bounces or a maximal propagation time
of 2 seconds. Raven offers additional built-in stopping
criteria, such as terminating after a specific energy loss
relative to the direct sound. These were disabled here to
isolate the impact of our parallelized rendering approach,
but can be incorporated into our method as well.

The rendering is performed on an AMD Ryzen 9 5950X
CPU (16 cores, 32 threads) with an NVIDIA GeForce
RTX 3080 Ti GPU.

Mitsuba 3 offers three primary backends for rendering,
catering to different hardware and performance needs:

• Scalar: This backend processes rays serially
through a traditional for-loop. It is mainly used for
debugging purposes due to its simplicity.

• Parallel Variants: These backends use Just-In-
Time (JIT) compilation with Dr.Jit [8] to trans-
form the entire rendering computation into a sin-
gle, highly optimized megakernel. This kernel then
processes the rays in parallel:

– CUDA: This variant uses NVIDIA’s OptiX li-
brary [9] to enable parallel rendering on the
GPU. It yields best performance but requires
a relatively recent NVIDIA GPU [4].

– LLVM: This variant uses the LLVM li-
brary [10] for parallel execution on CPUs with
multiple cores. It offers a good balance be-
tween performance and portability across vari-
ous CPU architectures.

The results are shown in fig. 6. Unsurprisingly, com-
putation times generally scale linearly with the number
of sampled rays, regardless of the chosen backend. The
scalar backend shows a perfect linear relationship, while
the JIT compilation introduces a minimum execution
time of around 5 milliseconds in the parallel backends.
This overhead becomes less significant as the number of
rays increases, and in terms of speed, both the LLVM and
CUDA variants consistently outperform the scalar vari-
ant and Raven. The CUDA backend is by far the most
efficient, with simulation times up to 300 times faster
than Raven.
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Figure 6: Computational Efficiency Analysis: Rendering of
the shoebox scene shown in fig. 3, with increasing number of
rays. SCALAR: No parallelization. LLVM: Parallel Render-
ing on the CPU. CUDA: Parallel Rendering on the GPU. The
computation times are consistently several orders of magni-
tude faster than Raven. The CUDA backend renders 10 mil-
lion rays in under one second.
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Conclusion and Future Work
This work presents a novel Acoustic Path Tracing
method, incorporating spectral rendering in user-defined
frequency bands. Optional logarithmic frequency sam-
pling ensures an equal number of rays in exponentially
expanding frequency bands like (third) octave bands.

Efficient Rendering
Our implementation utilizes parallel processing on CPUs
and GPUs for highly efficient rendering, being capable
of processing millions of rays per second. This signifi-
cant speed improvement is particularly beneficial for op-
timization procedures that rely on repeated simulations.
Furthermore, the high sample counts achievable with our
method allow for adequately resolving early reflections,
potentially eliminating the need for an additional Image
Source Model. We plan to investigate this further with
a quantitative comparison to hybrid approaches.

Mitsuba 3 allows multiple frequencies/wavelengths to be
assigned to each ray, significantly reducing the variance
of renderings at a moderate computational cost [6, ch.
4.6.5]. Further adaptations are required to integrate
frequency-dependent scattering behavior into the BSDF
sampling strategies, which will be explored in the future.
We plan to implement advanced stopping criteria (e.g.,
energy loss threshold) for further speed improvements.

Realistic Rendering
To improve realism, we will implement directional emit-
ters and receivers, models for object scattering and
diffraction, as well as air absorption. For sparsely sam-
pled spectra, more sophisticated interpolation techniques
can improve accuracy compared to the linear interpola-
tion used in this work.

While the current BSDF model is sufficient for stochas-
tic late reverberation, future work will focus on more
physically-based approaches like microfacet models [11],
or the fitting to measured or numerically simulated scat-
tering patterns [12, 13]. This will not only improve real-
ism, especially for the rendering of early reflections, but
continuous and differentiable distributions are also cru-
cial for computing gradients.

We plan to evaluate the spectral rendering method in
combination with these extensions by testing it against
real-world measurements.

Differentiable Rendering
Our implementation is built upon the differentiable ren-
dering framework Mitsuba 3, which enables inverse ren-
dering via gradient descent. This lays the groundwork
for incorporating recent advances in computer graphics
for efficient, high-dimensional parameter optimization,
including material parameters as well as the scene ge-
ometry itself.
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plication of the diffusers’ reflection patterns in ge-
ometrical acoustics simulations,” Applied Acoustics,
vol. 198, Sept. 2022.

DAGA 2024 Hannover

655


