
Neural Operators for the Design of Acoustic Metamaterials

Johannes D. Schmid∗, Jakob Wagner, and Steffen Marburg
Technical University of Munich, Chair of Vibroacoustics of Vehicles and Machines, Garching, Germany

∗E-Mail: johannes.d.schmid@tum.de

Introduction
Solving parameterized partial differential equations
(PDEs) is fundamental in many areas of science and en-
gineering, particularly in modeling complex physical sys-
tems such as acoustic metamaterials. Traditionally, this
is accomplished using numerical solvers like the Finite El-
ement Method (FEM) or the Boundary Element Method
(BEM) [1]. While these methods are highly accurate,
they become computationally prohibitive in many-query
settings, especially when dealing with parameterized ge-
ometries or during design optimization. Recent advances
in machine learning (ML) have introduced new possi-
bilities for modeling physical systems. Neural networks
(NNs) and, more recently, neural operators (NOs) [2]
have shown the ability to approximate PDE solutions
with high efficiency and generalization capability. Un-
like conventional solvers, these data-driven models can
operate mesh-free, provide evaluations at arbitrary spa-
tial resolutions, and scale to high-dimensional problems
that challenge traditional methods due to the curse of
dimensionality [3]. A key advancement in this area is the
concept of physics-informed learning, where physical laws,
such as governing PDEs and boundary conditions, are
embedded into the learning process [4, 5]. These so-called
physics-informed neural networks (PINNs) enhance model
robustness, improve generalization to unseen data, and
enable the solution of ill-posed problems [6].
This work focuses on applying NOs to the simulation of
parameterized acoustic metamaterials, specifically sonic
crystals. Accurate prediction of acoustic properties like
transmission loss typically requires FEM or BEM simula-
tions across many frequency points and geometric config-
urations. However, both traditional methods and PINNs
require recomputation or retraining for every new geomet-
ric configuration, making them computationally inefficient
for real-time or iterative design optimization workflows.
In contrast, NOs learn the full solution operator, enabling
fast and accurate predictions across a range of geometry
configurations without requiring retraining. This capabil-
ity makes them especially suited for surrogate modeling
in design optimization and many-query contexts.
The main objectives of this work are to develop a neural
operator framework for the interactive design of param-
eterized sonic crystal geometries, to evaluate its perfor-
mance on acoustic PDE problems, including the predic-
tion of transmission loss, and to compare its efficiency
and accuracy against conventional FEM solvers. By ad-
vancing the use of NOs in acoustics, this work offers a
novel, interactive, and efficient tool for surrogate model-
ing, providing a real-time design assistant that supports
interactive design in engineering applications.

Sonic Crystal Model
Sonic crystals are a class of acoustic metamaterials com-
posed of periodically arranged, identical unit cells [7]. A
widely studied design involves C-shapes, which provide
a convenient parameterization in terms of their outer ra-
dius R1, inner radius R2, and gap width b [8]. Due to
their periodic structure and resonant characteristics, these
materials exhibit so-called band gaps, which are specific
frequency ranges in which wave propagation is suppressed.
This behavior is quantified by the transmission loss (TL),
which measures the reduction in acoustic power between
the incident and transmitted waves. The TL spectrum
serves as a key characteristic of a sonic crystal’s interac-
tion with its acoustic environment, cf. Fig. 1 (right).
Efficient and accurate simulation methods are essential to
predict the acoustic performance of sonic crystals. Con-
ventional approaches typically rely on numerical methods
such as the FEM or BEM [1], which require a meshed
domain for each geometry configuration. The complex-
valued pressure field is computed by solving the Helmholtz
equation over a range of frequencies, followed by post-
processing to derive the TL spectrum [8]. Due to repeated
meshing and recomputation for each geometry configura-
tion, these methods can be computationally demanding,
particularly in design or optimization tasks involving large
parameter spaces [9, 10, 11].
The underlying acoustic model used in this work is based
on the two-dimensional Helmholtz equation [1], with
a plane wave excitation from the left and a perfectly
matched layer (PML) on the right to simulate anechoic
conditions. Periodic boundary conditions are applied at
the top and bottom to model an infinite lattice. For each
parameterized C-shape configuration, the model computes
the acoustic pressure field, from which the corresponding
TL is derived. An overview of the model setup and the
workflow for computing the TL spectra is illustrated in
Fig. 1.

Figure 1: Workflow for computing the transmission loss
of a parameterized C-shaped unit cell. Adapted from [12].
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Neural Operators
Neural operators utilize neural networks to approximate
mappings between infinite-dimensional function spaces,
extending beyond the conventional approximation of func-
tions between finite-dimensional Euclidean spaces. Given
physical quantities represented as functions in input and
output spaces A and U , operator learning aims to ap-
proximate the underlying operator G† : A → U using
parametric map Gθ, such that

G† ≈ Gθ : A → U , θ ∈ Rl, (1)

where l ∈ N denotes the number of parameters. NOs
provide a flexible and efficient framework for modeling
complex physical systems, particularly for approximating
solution operators of PDEs. A key advantage of NOs is
their discretization invariance, which allows training and
inference across varying spatial or temporal resolutions.
This makes them significantly faster than traditional nu-
merical solvers, especially in many-query or real-time
settings [13]. In acoustics, NOs have been successfully
applied to tasks such as predicting acoustic wave fields in
rooms with parameterized sources [14].
This work investigates and compares several neural oper-
ator architectures explained in the following. The imple-
mentations are based on the framework presented in [12],
where further technical details can be found.

DeepONet (DON) [2] is a seminal neural operator archi-
tecture inspired by the universal approximation theorem
for operators [15]. It consists of a branch network B,
which encodes the input function (typically as a vector
of function evaluations), and a trunk network T , which
encodes the evaluation coordinate y. The output is ob-
tained by a dot product between the branch and trunk
outputs, as

GDON(a)(y) = B(a) · T (y), (2)

where a represents the discretized input function. This
architecture effectively learns a set of basis functions and
their corresponding coefficients, enabling generalization
across function spaces.

The Fourier Neural Operator (FNO) [3] generalizes
neural operators through integral kernel representations
in Fourier space. The FNO can be expressed as

GFNO(a) = Q ◦ (WL+KL) ◦ · · · ◦σ(W1+K1) ◦P (a), (3)

where P and Q are pointwise lifting and projection oper-
ators, Wl are learnable linear layers, σ is a nonlinearity,
and Kl are integral kernel operators. Each Kl performs a
linear transformation in Fourier space

Kl(v) = F−1(Rl · F(v)), (4)

with Rl being trainable complex-valued matrices and F
(resp. F−1) denotes the (inverse) Fourier transform [13].

Deep Neural Operator (DNO) builds on the ideas of
DeepONet but replaces the separate branch and trunk
networks with a single fully connected network N that

jointly processes both the input function and the evalua-
tion coordinate, as

GDNO(a)(y) = N
(
[a, y]

)
, (5)

where [a, y] denotes vector concatenation. This unified
architecture introduces greater flexibility by merging the
information flow early, which can enhance representa-
tional capacity. However, it can also increase training
complexity and suffer from imbalance when input sizes
differ significantly.

Deep Cat Operator (DCO) addresses some of DNO’s
limitations by reintroducing separate branch and trunk
networks B and T , similar to DeepONet. However, in-
stead of computing a dot product, their outputs are con-
catenated and passed to a third fully connected cat net-
work C, where

GDCO(a)(y) = C
(
[B(a), T (y)]

)
. (6)

This structure allows for non-linear combinations of the
latent representations, offering enhanced expressivity and
robustness, particularly in cases where the dimensions of
a and y differ.

Design Workflow of Sonic Crystals
Parameterized sonic crystals composed of periodic C-
shaped unit cells were considered in this study. The goal
was to predict their transmission loss (TL) spectra using
NOs. Each unit cell was defined by a parameter vector
a = [R1, R2, b], representing outer radius, inner radius,
and gap width, respectively. The operator mapping from
geometry to the frequency-dependent TL was approxi-
mated as

G†(a)(f) = P2

(
P1(a, f)

)
, a ∈ A, f ∈ R, (7)

where P1 denotes the solution of the Helmholtz equation
for a given geometry and frequency, and P2 computes the
TL from the resulting pressure field, cf. Fig. 1. Rather
than solving this two-step process explicitly, neural oper-
ators were trained to learn the mapping G† directly from
geometry parameters to TL.
Data generation: The dataset was generated using
the open-source finite element library FEniCSx [16]. C-
shaped unit cells were embedded in a 22mm lattice, with
the parameters R1, R2, b ≤ 8.5mm. Validity of the config-
urations was ensured by applying constraints R1 ≥ R2+δ
and R2 ≥ b+ δ, with δ = 0.1mm. A total of 673 unique
configurations were sampled for training, of which 90 %
were used for training and 10 % for validation. An addi-
tional 128 configurations were sampled for testing. For
each geometry, TL was computed at 256 equidistant fre-
quencies between 2 and 20 kHz.
Meshes were constructed using Gmsh [17], ensuring at
least 15 elements per wavelength at 20 kHz. For the
finite element simulations, a domain of 10 C-shaped unit
cells aligned along the x-axis was employed. All C-shapes
were oriented with their openings facing the negative x-
direction.
Implementation details: The previously explained neu-
ral operator architectures were implemented using the
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continuiti framework1. Each architecture was designed
to contain approximately 105 parameters. All networks
employed fully connected layers with residual connections,
layer normalization, and tanh activation functions. Be-
fore training, all input and target data were normalized.
The models were trained using the Adam optimizer over
500 epochs, with a cosine-annealed learning rate from
η0 = 10−3 to ηN = 10−5. The final model for each archi-
tecture was selected based on the best performance on
the validation set.
Network architectures: The four architectures were
configured as follows: For the FNO, random Fourier fea-
tures with a 256-dimensional Gaussian embedding were
used to encode input parameters. The model had a width
of 8, a depth of 6, and a batch size of 4. The DON
architecture used separate branch and trunk networks
with widths of 44 and depths of 24, along with 64 basis
functions and a batch size of 4. The DNO was composed
of a single network with width 56, depth 32, and a batch
size of 20. The DCO architecture consisted of branch and
trunk networks with width 42 and depth 8 each, followed
by a concatenation network (cat net) with width 46 and
depth 32, trained with a batch size of 20.
Training times: Each model was trained 10 times using
different random seeds, which were kept consistent across
all architectures. The training was carried out on a system
equipped with an RTX 3060 Ti GPU, an AMD Ryzen 7
2700x CPU, and 16 GB of RAM. The average training
time for 500 epochs was measured to be approximately
526 seconds for DCO, 420 seconds for DNO, 1130 seconds
for FNO, and 1934 seconds for DON.
Error measures: Performance evaluation was based on
the relative mean squared error between predicted and
ground truth TL values, averaged over all test configura-
tions and all random seeds. Bootstrapped 95% confidence
intervals were calculated to quantify model uncertainty.
Further implementation details and additional visualiza-
tions are provided in [12], and the corresponding code is
publicly available in the associated GitHub repository2.

Results
Fig. 2 illustrates the performance of the different neural
operator architectures by comparing their predictions to
the FEM ground truth for the best, median, and worst
cases from the test set. It can be observed that both the
DNO and DCO architectures are able to predict the TL
spectra with high accuracy, even for the worst samples.
In contrast, the FNO and DON exhibit higher errors in
predicting the TL across the frequency range. Both ar-
chitectures occasionally fail to resolve the location and
magnitude of the band gaps, indicating limitations in
their ability to generalize across the parameter space.
The quantitative comparison of prediction errors is shown
in Fig. 3, where both the mean squared error (MSE) and
mean absolute error (MAE) are shown for all NO architec-
tures. The DNO and DCO consistently achieve the lowest
errors, significantly outperforming both the FNO and
DON. On the test dataset, the DON’s MSE is roughly 3.5

1https://github.com/aai-institute/continuiti
2https://github.com/JakobEliasWagner/Neural-Operator-TL

Figure 2: Comparison of the different neural operator
predictions to the FEM ground truth for their individual
best, median, and worst samples from the test set.

Figure 3: Mean squared error (left) and mean absolute
error (right) of each test sample for the different archi-
tectures. Each architecture is run three times, and the
performance of each run is plotted next to each other.

times higher than that of the FNO. The DCO and DNO
further improve upon this, achieving error reductions by
factors of approximately 21.5 and 26.5 compared to the
DON, respectively, with the DNO yielding the best overall
results. The comparatively higher errors of the DON and
FNO could be attributed to suboptimal network archi-
tectures or insufficient tuning of hyperparameters, both
of which are known to strongly influence neural operator
performance.

Conclusions and Outlook
This study demonstrates the potential of neural operators
as powerful tools for applying machine learning to param-
eterized engineering problems. Their ability to act as fast
and reliable surrogate models makes them particularly
well-suited for real-time, interactive design tasks. Despite
their advantages, some challenges remain. Neural oper-
ators typically require large training datasets composed
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of input-output pairs, and their performance is highly
sensitive to the choice of network architecture and hyper-
parameters.
Future directions include the integration of physics-based
knowledge into the training process to improve model
robustness and reduce data requirements. Additionally,
the inverse design problem of learning to generate meta-
material geometries that produce desired transmission
loss characteristics will be explored. Future work will also
focus on validating these approaches using experimental
data and extending their applicability to a broader range
of use cases.
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