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Introduction
With emerging possibilities for acoustic imaging based on
machine learning instead of resource-demanding beam-
forming methods, noise source characterization can be
optimized for both efficiency and accuracy. These meth-
ods rely on large machine learning frameworks and there-
fore require immobile desktop computation units, un-
suitable for use as mobile measurement equipment. At-
tempts to bring these machine learning models to lower-
end systems have yet to be made, but different embedded
hardware platforms such as single-board computers show
potential when used with lightweight inference engines.
This work demonstrates leveraging both a GPU and a
tensor processing unit (TPU) for machine learning (ML)
based acoustic imaging in embedded systems. The works
investigating neural networks (NN) for acoustic imaging
propose utilizing specific neural network architectures to
bypass expensive analytical methods or grid-bound re-
sults such as DNNs [4], CNNs [11][16][12], SVMs [14],
convolutional autoencoders [10] or more traditional ML
methods [13]. Although embedded systems with ASICs
for parallel signal processing have been utilized in acous-
tic research [2][5], a gap in literature presents itself when
investigating the viability of down scaled ML models for
acoustic imaging on embedded devices. This work aims
to deploy the CNN proposed by Gonçalves Pinto et al.
[16] on the three embedded systems Google Coral-TPU,
NVIDIA Jetson Nano and a more common Raspberry
Pi 4. These platforms are compared regarding precision,
timing, usability, and accuracy of results when used as
computation units for acoustic imaging on the inference
engines TensorFlow Lite and TensorRT.

Methods
In the publication of Pinto et al. [16], the CNN per-
forms a deconvolution of a low resolution beamforming
map to improve the spatial resolution and source sepa-
rability. Its reliance purely on 21 × 21 2D-convolution
layers makes it an optimal candidate for systems with
parallel processing units, such as a Coral TPU or Jet-
son Nano. The model was recreated and converted to
both an optimized TensorFlow Lite (TFLite) and a Ten-
sorRT (TRT) compilation for various precision types vis-
ible in Table 1 with post training quantization. While
the Raspberry Pi 4 can directly utilize a TFLite model,
the Coral-TPU needed an 8-bit post-training quantiza-
tion recompilation to be able to offload the inference in-
structions to its signed 8-bit integer TPU. Next, synthetic
evaluation data was generated with the acoustic source
mapping software Acoular [15] and Acoupipe [9], which

acted as benchmarking data for quantitative compari-
son of the hardware platforms. The model was trained
and tested for a digital representation of the MiniDSP
UMA16 16 channel microphone array. Due to various re-
strictions on convertible operations, calculating the low
resolution beamforming map had to be removed from the
model and implemented manually before the inference
call. All model types were benchmarked with 100 beam-
former maps for 1 kHz and 4 kHz third-octave bands
each and their sizes, performance and output level errors
according to Herold and Sarradj [7] were evaluated in
Python.

32-bit f.p. 16-bit f.p. 8-bit int.
Cor. TPU TFLiteC TFLiteC TFLiteC,T

J. Nano TRT(G) TRTG TRTC

Rasp. Pi TFLiteC TFLiteC TFLiteC
C: CPU, G: GPU, T: TPU

Table 1: Platforms, precisions and engines.

To ensure possible real-time capabilities, signal delay in
the entire system has to be analyzed. Since the model
input is a low resolution beamformer map, it relies on
the cross-spectral matrix (CSM). To actually obtain the
auto-power and cross-power spectra, CSMs according to
Welch’s method are used, which computes an approxi-
mation averaged in time, so that

C =
1

B

B∑
b=1

ppH (1)

C is the averaged CSM, p⃗ are the sound pressure sig-
nals at microphone positions x and B is the number of
snapshots. According to Gerstoft et al., the amount of
mean operations B applied to the creation of an averaged
CSM, would need to be infinite to obtain the true CSM
[6]. However, it was found that an estimation of that
CSM quickly converges and is reasonably similar to the
true CSM [3] after a finite time. They argue, that the
amount of CSM mean operations needs to be at least a
factor of ν = 2 greater than the amount of microphones
M in the system for a given microphone array. Let

tC =
Nb

fs
K

(
1− l

100

)
, (2)

be the minimal time needed to sample data for a viable
C, where K = Mν with ν ∈ N, Nb is the block size used
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for an FFT in samples, l is the overlap as a percentage,
and ν is the multiplier for the ratio between M and K.
For the given model data parameters, a 16-channel array
and minimal CSM amount,

Nb = 256, fs = 22 kHz, l = 50%, M = 16, ν = 1,

the minimal time needed to obtain a valid CSM with a
theoretical infinite processing speed is 93ms, and 186ms
for a safer ν value of 2 as suggested by Gerstoft et al.
Model inference time below this value will not increase
the speed of the overall system, because valid data needs
to be aggregated first. This value sets a lower bound for
the required inference speed of the CNN combined with
the necessary preprocessing.

Results
Both the Coral-TPU and the Raspberry Pi 4 were able
to load the models into memory in under 100 ms, while
the Jetson Nano took up to 30 s. Model sizes are at most
1.5 MB for the 32-bit variant compiled for the TensorRT
engine. The smallest possible model is the 8-bit TFLite
compilation at just 50 kB, which makes it small enough
to be deployed on standard microcontrollers, see Table 2.

Speed metrics can be seen over iterations in Figure 1 and
visualize preprocessing and inference time. As proven
by Ackva and Schulz, the used inference engines violate
real-time safety [1], in this case by σ ≃ 4 ms for all preci-
sions using the TFLite engine. This value is considerably
higher for the TensorRT engine, but mostly because of
an observable “warm-up” time in the first inference calls.
Overall, the Jetson Nano performs worst in terms of in-
ference speed, but is still well within the limits of data
acquisition described in Eq. 2. The best performance in
both speed and resource usage is the TPU compilation
model, see Figure 1 and 2. It is able to perform infer-
ence in µ = 1.23, σ = 0.64, ms and successfully offloads
computational load from RAM to the TPU.

32-bit f.p. 16-bit f.p. 8-bit int.
TFLite 0.2 0.1 0.05/0.1**
TRT* 1.5 1.3 1.3
*For TRT, the entire folder is measured.

**TPU compilation.

Table 2: Model sizes in MB for each precision and inference
engine type.

Resource usage can be seen in Figure 2 and shows high
CPU utilization for all TFLite models, except the TPU
compilation. The Jetson Nano stays below 50% CPU us-
age, since instructions are offloaded to the GPU. Further
experiments with the Jetson Nano show that the median
inference time stays almost constant for increasing batch
sizes of up to 256 parallel data points. This suggests that
the Jetson Nano is powerful but not the correct device for
this task due to data acquisition constraints explained in
Eq. 2, by which parallel processing cannot be effectively
utilized.

Qualitative output evaluation can be seen in Figure 3,
indicating the known target map (synthetic source posi-

tions), the model output and the beamforming map (from
top to bottom). Specific level error analysis is conducted
as described by Herold and Sarradj [7]. The model yields
a more clear source separation than the analytical beam-
forming map, resulting in quasi-sparse source positions.
Since the network outputs are not bound by a lower limit
of 0, all negative values were manually set to zero to
maintain correct calculation of the inverse level error. A
quantitative analysis is given in Figure 4, which shows
all level errors specific to each source and the resulting
overall level error. Since test cases vary in their amount
of sources, the annotations show the amount of consid-
ered cases for the corresponding source index. Missing
test cases denote an exclusion from the data because the
specific level error was high enough to assume that the de-
tected source was not within the integration radius. Most
importantly, Figure 4 shows that quantization has lit-
tle effect on the qualitative performance, making smaller
and faster models more valuable than the full precision
models.
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Figure 1: Inference time per precision and platform.
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Figure 2: Resource usage per precision and platform.

Summary
The feasibility of using machine learning approaches for
acoustic imaging on embedded devices was investigated.
Three hardware platforms and three model precisions
were compared, and it was shown that embedded de-
vices with hardware acceleration units for ML applica-
tions such as a TPU increase inference speed and op-
timize resource usage. The results point towards possi-
ble quasi-real-time applications with optimized ML mod-
els on the mentioned devices. 8-bit quantization still
yielded satisfactory results, but not much performance
gain could be obtained when utilizing just the CPU. Since
the used devices performed well but are quite old by cur-
rent standards, experiments with modern devices such as
the Hailo 8 on a Raspberry Pi 5 might yield even better
results in terms of efficiency and modern ML architec-
tures such as the specialized transformer by Kujawski
and Sarradj [8] in terms of output quality.

x in m
−1.5

−1.0

−0.5

0.0

0.5

1.0

1.5

y
in

m

Target map

−1.5

−1.0

−0.5

0.0

0.5

1.0

1.5

1

1: ∆Lp,e,s=-0.5 dB

2

2: ∆Lp,e,s=-0.2 dB

3

3: ∆Lp,e,s=0.2 dB

CNN, Lp,i =-0.19 dBLp,o =0.04 dB

−1 0 1
−1.5

−1.0

−0.5

0.0

0.5

1.0

1.5
Beamforming map

80

90

L
p

in
d

B

80

90

L
p

in
d

B

80

90

L
p

in
d

B

Figure 3: Source, prediction and input map for the 4 kHz
third octave band.
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[16] Wagner Gonçalves Pinto et al. “Deconvoluting
acoustic beamforming maps with a deep neu-
ral network”. In: INTER-NOISE and NOISE-
CON Congress and Conference Proceedings 263.1
(Aug. 1, 2021), pp. 5397–5408.

DAS|DAGA 2025 Copenhagen

44


