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Introduction

Depending on the hearing abilities, environment and/or age
of TV viewers, the speech intelligibility of dialogs in movies
can differ markedly for individual recipients. A possibility to
change the intelligibility at home on the TV set to an
individual optimal level would be a desirable option for
many recipients. An adaptive audio modification would be
preferred because a static modification (e.g., a fixed SNR
increase) may work in some scenes but be too little or too
much improvement in other scenes. This contribution
therefore presents a way to provide a second, automatically
realized version of a speech/background mix for people with
increased demands on intelligibility. The degree of
intervention is controlled adaptively and depends on the
instantaneously estimated listening effort in relation to a pre-
defined target value or an individually desired listening
effort. To this end, a single-ended (i.e., reference-free)
method is used to evaluate the instantaneous listening effort
and to inform a subsequent stage of blind source separation
and dialog enhancement. The latter can be configured to
keep the listening effort below a specified maximum value
and can hence be adjusted to improve the speech
intelligibility of broadcast audio for individual needs or
different target groups.
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Figure 1: Block diagram of the method

The general approach of the method is depicted in Figure 1.
A blind source separation splits the original audio mix into
speech and background estimates, which are remixed at a
higher speech-to-background ratio in the following. The
remixing ratio is determined by the current listening effort of
the original mix. The instantaneous listening effort is
estimated by a single-ended model. In parallel, a speech
activity detector runs on the original mix. In the remixing
process, the background signal is attenuated by a factor that
is determined by the result of the speech activity detection
and the listening effort estimation. This factor is smaller than
1 only if speech activity is detected in the current time frame
and if the listening effort exceeds a certain threshold, which
can be set according to the individual needs or preferences of
the user. The attenuation factor is the smaller, the more the
listening effort exceeds the user-defined threshold. The blind
source separation, the listening effort estimation, the speech
activity detection and the remixing process will be described
in more detail in the following.

Blind source separation

The blind source separation (BSS) method was adopted from
[1], where it was shown that significant reductions in
listening effort can be achieved for broadcast audio material
in normal-hearing listeners. It is based on a unidirectional
recurrent neural network (RNN) with three long short-term
memory (LSTM) layers, each layer having 600 units. The
LSTM layers are followed by a fully connected layer with
514 units and a subsequent sigmoid activation function. The
networks predicts time-frequency (TF) masks with 257
frequency bins for the speech and the background
components of the mix. Each mask is multiplied with the TF
representation of the mix to give the TF representations of
the speech estimate and the background estimate, which are
transformed back into the time domain. LSTMs were chosen
to make the network unidirectional and thus causal, and to
enable a frame-wise processing, which is needed for real-
time applications. A frame size of 32 ms with a 16 ms shift
is used.

The network was trained using the Music Speech and Noise
(Musan) corpus [2]. This corpus contains 60 h of speech, 42
h of music and 6 h of noise at 16 kHz sampling frequency,
single-channel. Despite the fact that TV broadcast audio
contains frequencies above 8 kHz and can be stereo, this
training corpus was chosen because no publicly available
sufficient corpus at a higher sampling rate and in stereo was
found. As a work-around for dealing with broad-band, stereo
TV audio signals, both channels of the stereo signals are
processed by the BSS algorithm separately and a high-
frequency extension is applied in the subsequent remixing
process (see below).
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Listening effort estimation

The method of single-ended listening effort estimation and
its application for TV audio signals was presented in [3] and
shall thus only be described briefly here. The basic approach
is to use a part of an automatic speech recognition (ASR)
system, i.e., the processing up to the deep neural network
(DNN) which decides for the phoneme classes. Disturbances
of speech such as distortions or background noise lead to an
increased recognition uncertainty of the ASR system, similar
to human speech perception. This uncertainty can be
detected and quantified in the recognition system as follows:
The DNN produces phoneme posterior probabilities
("posteriorgrams"). A posteriogram represents the temporal
course of the probability for the activity of individual
phonemes. Disturbances of speech lead to the posteriorgrams
being "smeared". The degree of smearing is quantified by a
mathematical measure, the “mean temporal distance” or “M-
Measure”, proposed by Hermansky et al [4]. This measure is
used as a predictor of listening effort. In [3], it could be
shown that the M-Measure correlates very well with mean
subjective listening effort ratings of more than 400 TV audio
samples (Pearson correlation » = 0.92).

For the real-time implementation of the AM-Measure, a
moving average is calculated over a running window of 32
posteriorgram frames (frame length = 30 ms) and a window
shift of one posteriorgram frame. The resulting M-Measure
is then transformed into listening effort scale values by a
linear mapping function based on extensive psychoacoustic
evaluations. The listening effort scale ranges from 1,
meaning “no effort”, to 13, meaning “extreme effort”.

Speech activity detection

The speech activity detection (SAD) algorithm used here
was optimized for the application on TV audio signals [5]. It
consists of a fully connected feed-forward DNN with 3
hidden layers and 480 neurons per hidden layer. The
activation function in each layer is based on a 2-norm, which
results in a dimension reduction from 480 to 96 nodes [6]. At
the input of the DNN, Mel-Frequency Cepstral Coefficients
(MFCCs) are used as feature vectors. The output layer of the
DNN consists of two neurons indicating speech or non-
speech, respectively, for each input vector. MFCC features
cannot capture the temporal structure of speech per se, since
MFCC feature vectors consist of relatively short time blocks
(approx. 25 ms). For a reliable recognition of speech sounds,
the analysis of amplitude modulations is essential [7], for
which time windows of approximately 200 ms or more are
required [8]. In order to capture a larger temporal context
with the DNN-SAD system, the MFCC feature vectors are
combined over a time window of 470 ms to form a larger
feature vector, before being fed into the DNN. In this way,
both temporal and spectral characteristics of the audio signal
can be analyzed by the DNN, so that the discrimination
between speech and non-speech is possible.

The DNN training was similar to the layer-wise back-
propagation algorithm [9], in which each DNN layer is first
randomly initialized to build the DNN layer by layer and
trained using stochastic gradient descent (SGD) [10]. The
training data consisted of approx. 130h of speech and 72h of

non-speech. In addition, 170 minutes of TV audio material
were used.

Remix stage

In the remix stage, the speech and the background estimate
extracted by the BSS are remixed at a higher speech-to-
background ratio, if the current time frame contains speech
and if the current listening effort estimate exceeds a certain,
user-defined threshold. Since the raw listening effort
estimates change too quickly, depending on the current
phoneme content of the running posteriorgram window, they
cannot be directly used to control the gain, because they
might be too abrupt and sound unnatural to the listener. To
level out these quick changes, again a moving average
window with a window length of 3 seconds (evaluated by
broadcasting engineers) is applied.

As an alternative to broadband remixes, also frequency-
dependent gains can be applied. For this, the speech and
background signals are split into 8 bands by an FFT-based
filter-bank. The power level of each band is then calculated
over each block and exponentially smoothed over time. To
calculate the band-dependent gains, the differences between
these smoothed band levels of speech and background are
then multiplied with a band weighting function adopted from
the Speech Intelligiblity Index (SII) [11], corresponding to
an overall target speech-to-background ratio.

The high-frequency extension reintroduces the missing high-
frequency content caused by the BSS by copying the
corresponding band from the original signal mix to the remix
of the BSS output. To account for the attenuation of the
background component in the remixing process, the original
mix is attenuated by a few dB, before copying its high-
frequency part of the spectrum. The exact amount of
attenuation depends on the attenuation factor for the
background signal.

Summary

This contribution presented a flexible framework for
enhancing speech intelligibility and listening effort in
broadcast applications. It contains three algorithmic core
components, i.e., a speech activity detection, an estimation
model of perceived listening effort, and blind source
separation, which inform and perform a segregation and
remixing of the target dialog and the background signals.
Each of these components was optimized for applicability in
broadcast applications and evaluated in previous studies.
Because the entire processing is causal, the framework can
be implemented for online processing of audio streams, e.g.,
to create an alternative broadcast audio track with enhanced
speech intelligibility. One major strength of the framework
is that it can operate in different modes. In its adaptive
mode, the degree of algorithmic intervention is automatically
controlled by estimates of speech activity detection and
listening effort. The main advantage of this mode is that the
original audio mix is only modified at places where listening
effort is estimated to be too high and is left unmodified
otherwise. This means that the originally intended sound
character of the audio stream is maintained as much as
possible. To achieve this, a certain amount of processing
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time is required to obtain reliable estimates of listening
effort and speech activity, which means the algorithmic
delay is larger than in the non-adaptive mode. To reduce
processing time, the controlling processing blocks of
listening effort estimation and speech activity detection can
be left out, which sacrifices the adaptivity of the processing,
but enables a close to real-time processing with algorithmic
delays of a few tens of milliseconds in the current
implementation. In this fast version of dialog enhancement, a
static background attenuation is specified and the applied to
the input stream independent of the actual listening effort.
Because of its modular structure, the framework can be
easily optimized based on future improvements of individual
processing blocks. Possible applications range from
broadcasting an additional audio track in TV or radio
productions to individualized, adaptive sound processing in
streaming application or in end devices at the location of the
listener (like TVs, PCs, smartphones, soundbars, or
headphones). The latter approach could additionally provide
opportunities to combine the proposed dialog enhancement
with further sound personalization as, e.g., presented in [12],
which could potentially maximize the benefit for the
individual user.
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