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Introduction

Sound contains a large amount of information about our
everyday environment. The development of signal pro-
cessing methods to detect the presence of a specific sound
event and to determine their spatial location is of major
importance in a variety of application areas, including
context-sensitive mobile devices, industrial robots, hear-
ing aids or autonomous vehicles. A successful implemen-
tation of acoustic analysis systems can enable an auto-
matic, camera-free description of the environment. This
can help machines to act more seamlessly in complex en-
vironments [1]. Nowadays, microphone arrays are used to
obtain rich information from an existing sound field. Tra-
ditional methods like beamforming are commonly used to
process the microphone array’s channel data and to solve
the problem of localising sound sources or to obtain spa-
tially filtered source signals.

In recent years, research development has tended to move
away from physical model-based methods towards data-
driven algorithms [2]. The latter are capable of extract-
ing information from raw data by means of artificial intel-
ligence. Specifically in localisation tasks, the use of Deep
Learning and Deep Neural Networks has been proven to
yield fast and accurate localisation results for a broad
range of source signal types, including speech [3], real-
world sound events [4] or stationary noise [5]. One ap-
pealing approach is to use advanced image recognition
models to extract the spatial information from an acous-
tic source mapping, as done by Kujawski et al. [5]. So
far, this concept has only been verified on single source
cases and stationary synthetic data.

Level threshold

The aim of this contribution is to investigate whether
a similar approach can be successfully used to localise
real world non-stationary sound events in indoor envi-
ronments from spherical microphone array data. Fur-
thermore, it is examined whether the performance and
robustness of the localisation results can be improved
compared to model-based methods like beamforming. A
new end-to-end model is introduced and applied to the
“TAU-NIGENS Spatial Sound Events 2020” dataset [6] from
the DCASE2020 Challenge [7].

Methodology

Figure 1 illustrates the concept for the localisation of sound
events investigated in this work. It is worth noting that the
model focuses exclusively on localisation, which means that
no classification of the occurring sound events is performed.
Starting from the raw channel data of a four-channel micro-
phone array, the model aims at predicting the direction-of-
arrival (DOA) in the horizontal and vertical plane for a single
sound event. Therefore, the model consists of three main
stages of processing:

1. Level threshold stage: determines the presence of a
sound event for a certain time frame

2. Beamforming stage: processes an active labelled time
frame and yields multiple one-third octave source maps

3. Source map recognition stage: contains a convolu-
tional neural network (CNN) architecture that processes
the beamforming maps and provides an estimate of the
DOA

During the first stage, the audio signals are divided into 100
ms frames. The sound pressure level (SPL) of the first chan-
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Figure 1: Block diagram of the end-to-end model for source localisation
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nel (purple) is calculated over each time frame. A customised
SPL-threshold is then used to decide if a frame includes an
active source and should be further processed.

The beamforming stage creates a discrete source mapping
B € R%*T» on a spherical grid. The grid surrounds the
microphone array with a radius of 1m to the array center.
Sp corresponds to the number of discrete elevation angles and
Ty represents the total number of azimuth angles. The reso-
lution of the source mapping results from the selected number
of grid points. The grid points are arranged equiangularly, re-
sulting in oversampling at the poles and undersampling in the
area of the horizontal great circle. A uniform grid structure
in the azimuth-elevation plane is obtained, which is suitable
as input for the CNN. For all following steps, the spherical
grid is rolled out into the two-dimensional representation.

In contrast to [5], eigenvalue beamforming in the frequency
domain is used to calculate the source maps. Therefore, an
estimate of the cross-spectral matrix (CSM) C € CM*M for
M microphones is calculated by using Welch’s method [8],
with

1
H
kalpkpkv ()

where H stands for the hermitian transpose. The M micro-
phone signals for a single time frame are first divided by tem-
poral windowing into K blocks consisting of N samples. Af-
terwards, each individual signal block is transformed into the
frequency domain by a fast Fourier transform (FFT). The sin-
gle frequency coefficients of the k-th signal block and for all
sensors are organised in the vector p € CM. In this work,
a time frame of 100 ms length corresponds to K = 5 with
N = 512. Subsequently, an eigendecomposition of the CSM
is performed. Assuming that the eigenvalues A and the eigen-
vectors v of the CSM belong to the available sources, a CSM
can be resynthesised for each eigenvalue. In combination with
subsequent beamforming, a decomposed representation of the
source mapping is obtained by
bi(0,¢) =h"Cih  with C; = viAyuvi. (2)
In Equation 2, h is the steering vector that connects each mi-
crophone position with a search point of the spherical grid.
The use of eigenvalue beamforming enables to filter out spe-
cific source components and to suppress unwanted noise by
disregarding small eigenvalues. It should be noted that, de-
pending on the source type, the distribution of the spectral
energy can vary over different FFT coefficients. For this rea-
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son, F' = 9 one-third octave beamforming maps were calcu-
lated in the frequency range of 500 Hz to 3150 Hz. Each
associated source map is than considered as a separate image
channel.

The first two stages can be declared as a feature extraction
section that collects and prepares the data for Deep Learning.
The last stage is than used to yield an accurate and robust
prediction by means of the advanced ResNet model FresNet-
The source maps obtained from the Beamforming stage are
fed into the ResNet model that outputs a vector containing
the expected DOA of the source for a single frame:

Frosnet | REOXTexE _y p4, (3)

The ResNet model was developed by He et al. [9] to solve
image recognition tasks. It is a convolutional neural network
(CNN) in which the activation of a neuron results from a
discrete convolution [10]. By using convolution operations in-
stead of matrix-vector operations, significantly fewer weights
are needed and local features are recognised regardless of their
position or orientation [2]. A fundamental difference of the
ResNet to other CNNs are the residual blocks. These blocks
determine the residual between the input and the output to
the layer.

Since the target values — azimuth (¢) and elevation () of the
DOA - are circular data, they must be encoded appropriately
to avoid the representation-related leap between 27 and 0 and
an incorrect error calculation due to its periodic nature. The
output vector therefore corresponds to the calculated DOA
decomposed into its sine and cosine components

FResNet (B) = [¢sin7 ¢c057 951‘717 ecos] . (4)

Model Architecture

Table 1 shows the detailed structure of the ResNet used in
this work. The dimension of the input layer — and thus of
all further layers — results from the size of the beamforming
maps and the number of frequency bands considered.

The first discrete convolution merges the beamforming maps
of all frequency bands by means of a three-dimensional kernel
dimension. The number of kernels used for the convolution
determines the number of feature maps of the following layer.
The main component of the ResNet consist of the three resid-
ual layers, here called Res I, Res II and Res III. Each of these
layers in turn consists of three successively stacked blocks.
The optimum structure of the layers has been investigated by
He et al. [9]. A residual layer halves the dimension of the
feature maps and, in order to maintain the amount of infor-
mation, doubles their number.

Table 1: Network architecture and no. of trainable parameters of the used ResNet based on He et al. [9]. The upper value
in the square brackets corresponds to the number of kernels or their size in the first convolution, the lower value to the second
convolution. The subsequent factor stands for the number of these corresponding blocks per layer.

Block Dim. Input  Dim. Output No. kernels Kernel Dim.  No. weights
Conv. Layer 35x70x9 35x70x 25 25 3x3x9 2,025
Res I 35x70x25 18 x 35 x 25 20 3 3x31 (3 34,675
25 3x3
25| |50 3x3
Res 11 18 x 35 x 25 9 x 18 x 50 {50}, [50} x 2 {3 < 3] x 3 125,550
50 100 3x3
Res I1I 9x 18 x50 5 x 9 x 100 LOO}’ 100] x 2 {3 < 3] x 3 501,100
BN & Pooling 5 x 9 x 100 100 x 1 1 5x9 200
Regression 100 x 1 400 x 1 400 nodes 40,400
Output Layer 400 x 1 4x1 4 nodes 1,604

809



DAGA 2021 Wien

In the Batch normalisation (BN) and Pooling layer, the mean
value of each feature map is calculated and passed through
a regression layer into the output layer, which generates the
target values.

Dataset

The dataset [6] used in this work was taken from the Sound
Event Localisation and Detection Challenge (DCASE2020)
[7]. The “TAU-NIGENS Spatial Sound Events 2020” dataset
contains 800 one-minute audio files. Of these, 400 files con-
stitute the training dataset with a total of 120,624 frames
with an active sound source. The remaining half forms the
test dataset. The semi-synthetic microphone signals are ran-
domly composed from a set of 14 different sound events, con-
volved with one of 15 impulse responses (IRs) of real rooms
from the Tampere University campus (Finland). The IRs
were recorded using the microphone array shown in Fig-
ure 1. Further, additional ambient noise (e.g. office, can-
teen/cafeteria, corridor) with different signal-to-noise ratios
from 30dB (noiseless) to a minimum of 6 dB (noisy) exists at
the recordings. The spatially moving and non-moving sound
events are documented with a resolution of 100 ms. The oc-
curring sound event classes include transient or non-transient
events (e.g. knocking on door, piano), as well as broad or
narrow band sounds (e.g. running engine, alarm).

Experimental Settings

In this contribution, the dimension of the spherical grid has
been set to S¢ = 70 and Ty = 35, resulting in a spatial reso-
lution of at least 5.1°.

The model optimisation is treated as a supervised learn-
ing problem. The training objective is to minimise the
mean squared error E between the model estimation y, =
[Psin, Peos, Osin, Oecos] and the label y. for each sample de-
noted by the lower index s. Here, the Adam optimisation
algorithm [11] with a learning rate of 0.001 was used.

A localisation error Ao in degrees [°] has been defined to as-
sess the performance of the model. This error is defined as
the shortest angular distance between the actual DOA ((Z),
é) and the predicted DOA (¢, ), which corresponds to the
great-circle distance

Ao = acos(sin 6 - sin 6 + cos - cos 6 - cos | — B)]).

(5)

The training of the ResNet lasted 150 epochs with 2000 iter-
ations per epoch. The batch size was set to |B| = 8.
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Figure 2: Training and test error development
Results

The development of training (blue) and test error (orange)
during training is shown in Figure 2. The vertical dashed line
marks the location of the minimum test error. The training
was stopped after 300,000 iterations to limit the CPU time.
The training step with the lowest loss value over the evalua-
tion data has been achieved at the 296,000th iteration, with
a minimum error of 0.05.

The angular location with the maximum energy across the
source maps of all frequencies was considered in order to ob-
tain an estimate of a sound events DOA with the eigenvalue
beamforming (EB) method. This procedure will be denoted
as EBmax in the following. Figure 3 compares the localisation
performance of the data-driven ResNet model (middle) with
the model-based EBmax method (upper) and the true refer-
ence values (bottom) for a specific audio file from the test
dataset. It is clearly visible that the localisation performance
of the ResNet is significantly superior to the beamforming
method. The results of the ResNet appears to be more ro-
bust since only few outliers can be observed. The mean local-
isation error for the whole file decreases from 32.7° (EBmax)
to 11.8° by using the ResNet. However, the estimated eleva-
tion values appear to have a tendency towards 0° compared
to the reference values. This behaviour was observed for all
audio files and sound event classes. It is assumed that this
systematic bias in elevation estimation can be attributed to
an unbalanced training dataset. The probability that a sound
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Figure 3: Comparison of the localisation results. Barking dog (Frame 11-42), crash (84-234), running engine (242-392), crying

baby (407-528), female speech (555-570)
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Figure 4: Mean and standard deviation of the two methods,
EBmax (left) and ResNet (right) for the training and the test
dataset

event occurs near the zero elevation plane is particularly high.
Considerably large and constant localisation errors were ob-
served for narrowband sources. This was particularly notice-
able for the “alarm” sound class.

The localisation error over the training and test dataset is
shown in Figure 4. The results obtained with the beam-
forming method (EBmax) are compared against the ResNet
model. On average, the localisation error is reduced signifi-
cantly through the use of the ResNet by 54.4 % (from 35.3° to
16.1°). Furthermore, a decrease of the mean standard devia-
tion from 10.1° to 6.5° can be observed. Although the mean
error from the ResNet over the test dataset is larger than over
the training dataset, it can be assumed that no overfitting to
the training data has occurred. Comparing the mean error
of the single file (illustrated in Figure 3) with the mean error
over the test dataset it can also be concluded, that the results
observed over the audio file can be generalised to the entire
dataset.

Summary

In this contribution, it was demonstrated how Deep Learning
can improve the localisation results for non-artificial sound
sources based on acoustic source maps compared to beam-
forming. A new model for the localisation of non-stationary
real-world sound events was proposed. The end-to-end model
consists of three stages of processing: Detection of active
sound sources, feature extraction using eigenvalue beamform-
ing and estimation of the DOA through a ResNet. By the use
of eigenvalue beamforming, the essential information regard-
ing the DOA of a temporally non-overlapping sound source
has been extracted. The information was then brought into a
structure that is suitable as input data for the ResNet. This
method improved the localisation error significantly by almost
60 % compared to the beamforming localisation results.
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