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Introduction

This paper explores generative Al methodologies to create
sophisticated Acoustic Vehicle Alerting Systems (AVAS)
for electric vehicles, aiming to enhance pedestrian safety and
improve urban acoustic environments. Leveraging models
within the generative Al subset of machine learning, such as
GANSs (Generative Adversarial Networks) and VAE (Varia-
tional Autoencoders), the research targets flexible sound
design based on specific attributes. A curated database of
authentic and synthetic audio samples enables the training of
Al models to produce contextually relevant, parameterized
sound profiles. These profiles are defined by characteristics
like “sporty,” “pleasant,” or “highly alerting” and meet regu-
latory requirements while accommodating psychoacoustic
preferences. Preliminary results showcase the ability of a
prototype AVAS framework to adjust sound frequencies,
modulation patterns, and tonal variations, enhancing pedes-
trian awareness in low-speed scenarios. By integrating these
Al-generated sounds into an adaptable audio framework, the
research establishes a novel, scalable tool that not only
strengthens pedestrian safety but also elevates brand-specific
sound quality in urban EV applications. This foundation
supports future collaborations to integrate AVAS advance-
ments into series production and extend generative Al appli-
cations across automotive sound design.

Motivation for generative AI model for AVAS

The design of AVAS represents a relatively recent field
within automotive development, primarily due to regulatory
requirements such as UN Regulation No. 138 only being
introduced in 2019 and becoming mandatory by 2021. As a
result, the development of production-ready AVAS began
around 2015, facing technical challenges in both the imple-
mentation of audio frameworks and the creative process of
sound design.

Despite the release of numerous AVAS, the design of syn-
thetic vehicle sounds remains a highly iterative and time-
intensive process. It often involves a trade-off between the
feasible technical quality of the audio output and the creative
vision of sound designers. Consequently, a significant num-
ber of electric vehicles currently on the road meet only the
minimal legal requirements for acoustic warning signals,
without adequately addressing critical factors such as per-
ceived noise quality or urban noise pollution.

This situation underscores the scientific relevance of the
presented research topic. While objective metrics such as
frequency spectra and sound pressure levels are sufficient for
regulatory compliance, they fail to capture the subjective
experience of sound perception. Whether a sound is per-
ceived as pleasant or annoying is inherently subjective,

which has led to an increased emphasis on psychoacoustic
parameters in AVAS research. Multiple studies have high-
lighted the importance of sound characteristics such as loud-
ness, sharpness, and modulation depth for the effectiveness
and acceptance of pedestrian warning systems [1][2][3].

In parallel, the field of generative artificial intelligence
(Generative Al), particularly models based on large language
models (LLMs), has seen significant growth outside the
automotive sector. Prominent examples include ChatGPT for
text and code generation, Midjourney and Stable Diffusion
for image synthesis, and tools such as Suno Al and Eleven-
Labs, which generate music or speech based on textual in-
put. These models share a common foundation: they are
trained on extensive datasets that are readily available and
accessible.

In contrast, the adoption of generative Al in technical devel-
opment is still limited. This is largely due to the proprietary
nature of relevant datasets or the absence of structured, do-
main-specific data collections. By developing specialized
database structures, training tailored generative models, and
validating their outputs, this research seeks to pave the way
for broader applications of these technologies in automotive
engineering and mechanical systems.

Initial implementations of generative Al have already
emerged in areas such as vehicle maintenance, repair, and
intelligent vehicle networking. However, no existing solu-
tions have yet addressed the specific demands of sound de-
sign for AVAS using generative models. This represents a
novel research direction and forms the core motivation for
this research.

Model definition

The presented research aims to develop innovative design
methods for pedestrian warning systems by employing gen-
erative Al and develop a new Al-based tool named ‘“Make
an AVAS”. This model is intended to be used to define pa-
rameters based on everyday language prompts - such as
"athletic," "pleasant," "highly alarming," and other directions
for sound design - and to translate them into concrete pro-
posals for an audio framework.

In order to implement “Make an AVAS” it is important to
understand the definition of the different Al technologies
and the available tools and libraries depending on the specif-
ic Al classifications first. As it can be seen in Figure 1,
“Make an AVAS” has been strategically placed inside the
field of generative Al, which itself constitutes a subfield of
Deep Learning (DL), Neural Networks (NN) and ultimately
Machine Learning (ML). This specific field is considered
particularly promising for the creation of novel concepts.
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Figure 1: Classification of the AVAS-AI in terms of artificial
intelligence

An important objective is the generation of sound
components that cover the legally mandated speed range up
to 30 km/h, in which electric vehicles are required to emit
additional noise. Furthermore, the Al model is intended to
enable the programming of the audio framework to be self-
creatable,  modifiable, and  parameterizable. = The
methodology includes the collection and analysis of
measurement data from various electric vehicles in order to
build a comprehensive database for training and testing the
Al models. Subsequently, new sound components from
digital audio workstations (DAW) will be integrated into the
database to cover a wide range of design possibilities.

This approach primarily aims to address the sound design
problem of transferring the extensive variety of traditional
sound design methods to the requirements of electric
mobility. As a result of this research, a first functional
concept of the generative Al model has been developed, with
the goal of reducing complexity within the vehicle
development process. The research outcome will thus
constitute a new development tool designed to improve the
quality of acoustic emissions from electric vehicles while
simultaneously contributing to a further reduction in
pedestrian collisions.

Model composition

In the development of an generative Al for AVAS sounds,
high-quality and controllable audio generation is essential.
To meet these demands, Make-An-Audio 2 has been utilized
as a basis, an open-source, state-of-the-art text-to-audio
model that excels in generating realistic and semantically
meaningful sounds.

The architecture of Make-An-Audio 2 follows a modular,
multi-stage design that transforms prompt-based latent
representations into Mel-spectrograms, which serve as the
core representation of audio data by capturing its time-
frequency structure. The model consists of the following
components:

e  Variational Autoencoder (213M trainable
parameters): Probabilistic generative model that
encodes and reconstructs Mel spectrograms via a
latent distribution

e Latent Diffusion Model (160M trainable
parameters): A generative model that progressively
denoises Gaussian noise in latent space to
reconstruct coherent data representations via a
learned reverse process

e  CLAP Text Encoder (452M frozen parameters):
Provides a semantic embedding of the textual
prompt for conditioning the audio generation

e  BigVGAN Vocoder (112M frozen parameters):
Converts Mel-spectrograms into raw waveform
audio with high fidelity

Additionally, Make-An-Audio 2 integrates a temporal
context encoder, powered by a large language model (LLM)
from OpenAl, which enriches prompt understanding through
temporal modeling. This component is accessed externally
via an API and is not embedded within the model
architecture [4]. For the purposes of “Make an AVAS”, this
module is excluded from the final implementation, as
temporal prompt context is not required.

Training

To fine-tune the pretrained Make-An-Audio 2 model, a
structured audio processing pipeline is applied. The input
data is generated using a digital audio workstation (DAW).
For each defined sound preset, multiple audio files are
produced by simulating vehicle speeds of 0 km/h, 10 km/h,
20 km/h and 30 km/h in accordance with the specifications
outlined in UN R138 [5] and FMVSS 141 [6]. From these
simulations, the corresponding AVAS compliant pitch
values are calculated. The associated labels are composed of
the preset’s attributes and the respective simulated vehicle
speed assigned to each audio sample. These audio-label pairs
subsequently undergo domain-specific filtering procedures
that strictly follow the regulatory requirements for AVAS.

A key step in this process involves removing all audio
segments that exhibit transient structures to ensure the model
does not learn non-stationary or impulsive sound patterns.
Additionally, each audio signal is subjected to a standardized
one-third octave band test to verify whether its spectral
energy distribution complies with the legal AVAS
requirements.

Only signals that pass this conformity check are retained in
the AVAS dataset; all others are systematically excluded.
The remaining validated audio files are then converted into
Mel-spectrograms, which provide a compact time-frequency
representation and serve as the input for model training.
These spectrograms form the foundation of the domain-
specific AVAS dataset. This approach is illustrated by a
flowchart in Figure 2.
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Figure 2: Process of the training of AVAS-AI

To ensure a reproducible and comparable split of the dataset
into training, validation, and test subsets, a pseudorandom
number generator (PRNG) is employed. This guarantees
consistency and systematic traceability of results during
hyperparameter optimization. The models to be fine-tuned -
the Variational Autoencoder (VAE) and the Latent Diffusion
Model (LDM) - are initialized with their respective
pretrained weights from Make-An-Audio 2 and optimized
via iterative, gradient-based training procedures over
multiple epochs [4]. After each epoch in both training
processes, model performance is evaluated using a
predefined quality metric. If no significant performance
improvement is observed, a patience counter is incremented.

Once this counter exceeds a defined threshold, the
corresponding training process is automatically terminated to
prevent overfitting. The model states with the highest
validation scores are saved as final checkpoints. A
concluding evaluation is then conducted on the test dataset
to assess the generalization capabilities of both models.

At the current stage of development, the model has been
trained on a dataset comprising 3,600 labeled samples. The
training process was conducted over a period of 120 hours
using an NVIDIA RTX 4080 GPU. During training, a set of
manually selected hyperparameters was applied, including a
batch size of 24 for the VAE and 1 for the LDM, as well as
base learning rates of 4.5e-6 (VAE) and 3.0e-6 (LDM),
using the Adam optimizer. In future work, the LDM model
will be trained with gradient accumulation to effectively
increase the batch size and enhance training stability.

Inference

The inference pipeline of the generative AVAS-AI approach
consists of multiple coordinated steps that ensure only those
audio files are returned by the model, which meet the
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normative and design-specific requirements of Acoustic
Vehicle Alerting Systems.

At the beginning of the generation process, a multimodal
prompt is composed, consisting of three essential
components:

e current vehicle speed
e applicable regulatory framework
o freely defined textual input prompt

This combined control instruction is passed to the trained
model as semantic context.

The processing of this input begins with the CLAP text
encoder, which converts the prompt into a latent
representation. This embedding then serves as a conditioning
structure in the subsequent diffusion process, in which a
noisy latent representation is progressively denoised. The
resulting clean latent is then transformed into a Mel-
spectrogram by a Variational Autoencoder (VAE) and
subsequently converted into an audible audio signal via the
BigVGAN vocoder (see Figure 3).

Vehicle- AVAS-
(_promet ) @it_)

Prompt
Assembling

—

Finetuned
Make an Audio 2
Model

Transient
Sound?

Complies with
Regulation

lYes

Output

Figure 3: Inference-process of generating AVAS-Sounds

Despite targeted fine-tuning on AVAS regulations, the
model can retain generalized acoustic characteristics from its
broader pretraining. As a result, it cannot be guaranteed that
the raw output fully complies with AVAS legislation. For
this reason, the inference process is followed by an
algorithmic post-processing step. In this step, audio files that
deviate from the permitted 1/3 octave band levels or exhibit
transient behaviors incompatible with AVAS specifications
are discarded.

If an audio file fails to pass this validation, a new inference
cycle is automatically initiated until a fully compliant AVAS
sound is generated.
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Through this multi-stage architecture - comprising semantic
prompt conditioning, latent generation, and algorithmic
filtering of non-conforming outputs - the system ensures that
only audio files which meet the technical and regulatory
standards of an AVAS are approved for preview and further
use.

User interface

The graphical user interface of the AVAS-AI serves as an
interactive frontend that enables targeted control of the Al-
based audio synthesis process. In addition to entering a
semantically conditioned prompt - comprising textual input,
the selected vehicle speed, and the underlying regulatory
framework - the interface allows for the fine-tuning of
technical parameters in order to influence the stylistic and
dynamic characteristics of the audio output.

Particular emphasis is placed on the parameters “Intensity”
and “Diffusion Steps”: while intensity governs the
expressiveness of the synthesized features, diffusion steps
determines the number of steps within the diffusion process,
thereby significantly impacting both the quality and
computing resources used of the audio generation.

Furthermore, the GUI offers flexible resource allocation by
providing a switch between CPU- and CUDA-accelerated
GPU processing. This allows the generation time to be
adapted according to the available computational resources
(see Figure 4).
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Figure 4: Graphical user interface of the AVAS-AI

Interaction with the system is initiated via the “Generate and
Play” button, through which the configured prompt—along
with vehicle speed and AVAS regulations—is passed to the
model, and the resulting AVAS-compliant audio sample is
automatically saved and played back.

A key feature of the interface is its iterative design: the
generation process can be repeated as often as desired,
enabling a creative and goal-directed exploration within the
normative AVAS framework. The GUI thus functions as a
mediating instance between human intent and machine-
generated output, actively embedding the user into the model
output process in line with a human-in-the-loop paradigm.
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Conclusion and summary

This study presents a novel application of generative Al to
the development of AVAS for electric vehicles, addressing
emerging challenges at the intersection of pedestrian safety,
regulatory compliance, and urban sound design. Utilizing the
Make-An-Audio 2 architecture, the proposed system enables
the generation of regulation-compliant warning sounds
conditioned on semantically defined textual prompts.
Through a structured training pipeline based on labeled
synthetic and real audio data, the model is capable of
producing parameterized sound outputs that satisfy both
legal and psychoacoustic requirements.

The key contribution of this work lies in its transformation
of the AVAS design process into a scalable, data-driven
workflow that integrates technical constraints with creative
flexibility. The system introduces an interactive human-in-
the-loop interface, allowing sound designers and engineers
to iteratively explore compliant acoustic variants through
intuitive control parameters. This approach not only reduces
the complexity of traditional sound design workflows but
also facilitates brand-specific acoustic profiling within a
legally bounded framework. Despite current limitations
related to domain-specific data availability and the fine-
tuning of generalized generative models for narrowly scoped
engineering tasks, the research demonstrates the feasibility
and potential impact of generative Al in regulated
automotive applications. The results suggest that such
models can effectively support the creation of high-quality,
customizable AVAS solutions and, more broadly, point
toward the increasing relevance of Al-driven design
methodologies in the future of intelligent mobility systems.
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